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BYOL

A Complete Step-by-Step Guide to Designing, Building, and Publishing a Custom
Linux Operating System

A systematic, production-grade guide to engineering a Linux operating system from bare source
code to a bootable, modern, reproducible distribution.

Welcome to BYOL

Building an operating system distribution is one of the most intellectually rewarding journeys in
computer systems engineering. Most developers interact with Linux through curated abstractions:
package managers like apt or pacman, container runtimes like Docker, or system services managed
by systemctl. While these tools offer immense productivity, they often obscure the foundational
machinery that powers the platform:

• How does the CPU transition from firmware (UEFI) through the bootloader into a running
kernel?

• What separates a working system from a catastrophic kernel panic during early userspace?
• How does a C standard library like glibc or musl interact with kernel system calls?
• How do dependency solvers mathematically resolve conflicts across thousands of packages?
• What exact sequence transforms a tree of compiled binaries into an ISO image that boots on

physical silicon?

BYOL (Build Your Own Linux) lifts the hood. It treats Linux not as a static appliance, but as an
orchestrated synthesis of independent open-source subsystems: the Linux kernel, the C runtime, core
utility suites, init systems, package managers, network stacks, desktop protocols, and cryptographic
trust chains.

The Trajectory of This Book

This curriculum spans 13 rigorous chapters and a comprehensive Capstone Project, divided into
logical engineering phases:
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1. Foundations & Architecture (Chapters 1–2): Explore what truly defines a distribution,
deconstruct the Filesystem Hierarchy Standard (FHS) and its modern variants (e.g., usr-merge,
immutable root filesystems), dissect the monolithic Linux kernel architecture, and master the
.config workflow.

2. The Toolchain & Boot Stack (Chapters 3–4): Build a cross-compilation compiler stack
from scratch (binutils, GCC/Clang, glibc vs. musl) using a two-pass bootstrap, trace the boot
sequence from reset vector to login prompt, configure bootloaders (GRUB, systemd-boot),
and construct custom early-userspace initramfs archives.

3. Userspace Initialization & Packaging (Chapters 5–7): Implement and compare mod-
ern init systems (systemd, OpenRC, s6, runit, BusyBox), design custom package formats and
binary repositories, analyze dependency graph SAT-solving algorithms, and establish repro-
ducible build pipelines.

4. User Experience, Security & Mastering (Chapters 8–10): Stand up modern display
stacks (X11 vs. Wayland compositor architecture), harden the system with Linux namespaces,
cgroups, SELinux/AppArmor, LUKS full-disk encryption, nftables, and eBPF, and master
bootable hybrid ISOs using xorriso and SquashFS.

5. Infrastructure & Release Engineering (Chapters 11–12): Deploy automated container-
ized build environments (systemd-nspawn, Docker), examine carrier-grade build networks
(Debian buildd, Fedora Koji), establish rolling vs. LTS release policies, and manage CVE
backporting workflows.

6. The Capstone Project (Chapter 13): Integrate every component into an end-to-end
production distribution: build the toolchain, cross-compile the kernel, assemble the rootfs,
package essential utilities, configure the bootloader, generate a bootable ISO, and verify exe-
cution inside QEMU/KVM virtualized test harnesses.

Who This Book Is For

• Systems Engineers & Platform Architects: Professionals looking to master the Linux
userspace and kernel boundaries to build customized appliances, embedded systems, edge
gateways, or specialized container bases.

• Security Researchers & Hardening Specialists: Engineers tasked with building minimal
attack-surface operating environments, verifiable supply chains, or tamper-proof appliances.

• DevOps, SRE, & Infrastructure Engineers: Technologists who want to understand
the mechanics underlying container engines, base images, boot sequences, and distribution
packaging.

• Curious Programmers: Any developer eager to master Linux at the deepest level by cre-
ating an operating system from source code.

Lab Environment & Prerequisites

To follow the hands-on labs and capstone project, you will need:
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• A host Linux environment (Debian/Ubuntu, Arch Linux, or Fedora on x86_64 or aarch64).
• Standard development utilities: gcc, g++, make, bison, flex, texinfo, patch, git, python3,

meson, ninja, and xorriso.
• Virtualization tools: qemu-system-x86_64 (or qemu-system-aarch64) with KVM accelera-

tion enabled.
• Disk space: At least 40 GB of free storage for toolchain compilation passes, kernel builds,

package caches, and SquashFS ISO generation.

Formats

This book is published as part of the monorepo library portal:

• HTML — responsive interactive reading experience with syntax highlighting and light/dark
theme toggle.

• PDF / EPUB — complete typeset document for offline review and reference.

Acknowledgments

Special thanks to the architects and maintainers of the Linux kernel, the GNU and LLVM projects,
the musl libc project, Alpine Linux, Arch Linux, Debian, Fedora, and the Linux From Scratch (LFS)
initiative. Their transparent, open documentation and engineering discipline make understanding
and building operating systems accessible to all.
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What “From Scratch” Really Means
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What “From Scratch” Really Means

The phrase “building Linux from scratch” is frequently invoked in systems engineering, but its
definition varies wildly depending on who you ask. To a software developer, it might mean running
debootstrap to assemble a custom root filesystem inside a container. To an embedded developer,
it might mean running Yocto or Buildroot to cross-compile a board support package. To a purist,
it means starting with raw C source code and a C compiler, compiling every binary link by link.

In this book, building a custom Linux operating system from scratch means taking full
responsibility for the architectural stack:

+-----------------------------------------------------------+
| User Experience & Applications |
| (Shell, Desktop Environment, Wayland/X11) |
+-----------------------------------------------------------+
| Package Management & Repositories |
| (Packaging Formats, Metadata, Solvers) |
+-----------------------------------------------------------+
| System Initialization & Services |
| (systemd, OpenRC, s6, or runit) |
+-----------------------------------------------------------+
| Early Userspace |
| (Initramfs, Device Nodes, udev/mdev) |
+-----------------------------------------------------------+
| The C Standard Library |
| (glibc or musl-libc) |
+-----------------------------------------------------------+
| The Linux Kernel |
| (VFS, Memory, Schedulers, Device Drivers) |
+-----------------------------------------------------------+
| Firmware & Bootloader |
| (UEFI / BIOS -> GRUB / systemd-boot) |
+-----------------------------------------------------------+
| Physical Hardware |
+-----------------------------------------------------------+

The Spectrum of “Custom Distribution”

Distributions exist along a spectrum of autonomy and composition:
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1. Remastered Derivatives: Systems like Linux Mint or Pop!_OS build directly upon
Ubuntu’s or Debian’s package repositories. They supply custom desktop environments,
installer scripts, and kernel patches, but inherit the upstream packaging infrastructure, ABI,
and base system.

2. Meta-Distributions and Build Systems: Frameworks like Buildroot, Yocto Project
(Poky), and Gentoo Linux provide declarative recipes. They automate the compilation of an
entire OS image from source, but enforce their own build paradigms and tooling constraints.

3. Independent Distributions: Distributions like Debian, Arch Linux, Alpine Linux, Void
Linux, and Slackware maintain independent packaging formats, build farms, package reposi-
tories, and init configurations. They define their own userland conventions and system policies.

In BYOL, we aim for the third tier. You will not simply re-skin an existing live ISO. You will
construct: - An isolated cross-toolchain free of host system contamination. - A customized Linux
kernel compiled directly from the upstream kernel.org tree. - A chosen C library runtime (glibc
or musl). - A functional init system and userspace service manager. - A custom packaging format,
repository metadata index, and dependency resolver. - An automated build pipeline and bootable
installation ISO image.

The Chicken-and-Egg Problem of Bootstrapping

Every compiled binary needs a compiler. But how do you compile the compiler?

If you compile GCC on your host Ubuntu workstation using /usr/bin/gcc, the resulting compiler
may embed hardcoded assumptions, default include search paths (/usr/include), and dynamic
loader links (/lib64/ld-linux-x86-64.so.2) that point directly back into the host system. If you
take that newly compiled GCC and place it onto a clean disk, it will break as soon as it looks for
libraries in paths that only existed on the host.

True “from scratch” engineering requires solving this bootstrap problem through a two-pass cross-
compilation pipeline: - Pass 1: Build a cross-toolchain that runs on the host but targets a clean,
isolated sysroot directory. - Pass 2: Use the cross-toolchain inside the sysroot to compile native
tools that only link against the clean target runtime libraries.

Understanding this chain of custody is the essence of building from scratch.
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Who Should Build a Distribution?

Building an operating system distribution from source requires patience, technical rigor, and a
willingness to confront cryptic compiler errors, linker mismatches, and kernel panic logs. Why do
engineers embark on this journey?

Why Build a Custom Distro?
|

+-------------------------+-------------------------+
| | |
v v v

Deep Mental Model Purpose-Built Appliances Security & Supply Chain
Understanding the Minimal IoT, Cloud-Init, Zero Telemetry, Verified
Unbroken Boot Chain Immutable K8s Nodes Reproducible Builds

1. Engineers Seeking Deep Mastery

Modern software development often abstracts the operating system into a thin configuration file:
FROM alpine:latest or image: ubuntu-24.04. When things work, this abstraction is magical.
When systems fail under high concurrency, storage latency, or missing shared object dependencies,
high-level abstractions break down.

Building a distribution demystifies every layer of Linux: - You discover how dynamic linkers (ld.so)
locate shared libraries via DT_RPATH, DT_RUNPATH, and /etc/ld.so.cache. - You learn how the
kernel hands control over to process ID 1 (init) and what happens if /dev/console is missing. -
You understand how signals, process groups, and process reaping prevent zombie accumulation. -
You observe how systemd targets, OpenRC runlevels, or runit supervisory trees establish the user
environment.

2. Specialized Platforms and Appliances

General-purpose distributions like Ubuntu and Fedora cater to everyone: desktop users, cloud VMs,
gamers, scientists, and enterprise servers. Consequently, they bundle thousands of background
services, PAM modules, network helpers, and legacy fallback configurations.

In modern infrastructure, specialized appliances demand radical simplicity: - Kubernetes Node
OSs: Modern container-optimized operating systems (e.g., Talos Linux, Flatcar Container Linux,
Bottlerocket) remove shells, package managers, and SSH daemons entirely, exposing only an im-
mutable kernel, container runtime, and API endpoint. - Embedded & Edge Systems: Auto-
motive dashboards, network routers, robotics, and industrial controllers require deterministic boot
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times (under 500 milliseconds), zero unnecessary daemons, and read-only flash storage layouts. -
High-Security Enclaves: Financial backends and cryptographic hardware modules require cus-
tom kernels with disabled loadable module support (CONFIG_MODULES=n), stripped syscall interfaces,
and strict memory sanitization.

3. Supply Chain Security and Reproducibility

When you run apt-get install or dnf install, you are trusting a third-party signing key,
upstream build infrastructure, and distribution maintainers. For defense, aerospace, and high-
assurance computing, organizations must establish a completely sovereign, verifiable software supply
chain.

By mastering the distribution pipeline, you gain the ability to enforce: - Hermetic Build Isola-
tion: Compiling every package inside isolated namespaces without network access. - Determinis-
tic Artifacts: Bit-for-bit identical binaries across independent build machines. - Software Bill of
Materials (SBOM): Exact cryptographic tracking of every line of source code, patch, and build
flag that enters the final ISO.

Whether your goal is intellectual mastery or building the next generation of infrastructure operating
systems, BYOL provides the roadmap.
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How to Read This Book

Building an operating system is an iterative, compounding process. Each chapter introduces foun-
dational concepts, analyzes architectural trade-offs, and provides concrete technical artifacts that
build toward the Capstone Project in Chapter 13.

Pedagogical Structure

Every chapter in this book follows a consistent, production-tested format:

1. Foundational Theory: Deep architectural explanation of the subsystem (e.g., how the
virtual filesystem layer connects storage drivers to POSIX syscalls).

2. Comparative Trade-Offs: Real-world case studies comparing how production distributions
(Debian, Arch Linux, Alpine Linux, Fedora) solved specific engineering challenges.

3. Hands-On Recipes: Shell scripts, C snippets, configuration files, and build manifests that
you can test and inspect directly.

4. Troubleshooting & Diagnostics: Practical debugging playbooks explaining common fail-
ure modes, diagnostic tools (strace, gdb, dmesg, readelf), and recovery strategies.

Two Reading Tracks

Depending on your engineering goals, you can navigate this book through two distinct paths:

Track A: The Architectural Explorer

If your primary interest is understanding how Linux works under the hood: - Focus on Chapters 1
through 5 (Kernel, Toolchain, Boot Chain, and Init Systems). - Deep-dive into Chapter 6 (Package
Management & SAT Solvers) and Chapter 9 (Security Foundations). - Read the comparative case
studies to evaluate why distributions diverged in their architectural choices.

Track B: The Distro Builder

If you intend to produce a functional, bootable distribution: - Read Chapters 1 through 12 sequen-
tially, taking notes on the trade-offs you want for your own system (e.g., glibc vs. musl, systemd
vs. OpenRC, binary packages vs. source ports). - Execute Chapter 13 (The Capstone Project) as an
end-to-end laboratory, assembling your toolchain, kernel, rootfs, and ISO installer.
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Typographical Conventions

Throughout this book, commands and code blocks follow strict conventions:

• Host shell prompts ($): Commands executed on your everyday host workstation:

$ gcc --version

• Target chroot / privileged prompts (#): Commands executed within the isolated sysroot
or with elevated root privileges:

# chroot /mnt/target /bin/sh

• Configuration files: Header comments indicate the exact target filesystem destination:

# /etc/systemd/system/network-setup.service
[Unit]
Description=Minimal Network Setup

Let us begin by dissecting the fundamental anatomy of a Linux operating system.
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Chapter 1: The Anatomy of a Linux
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What Makes a Distribution a Distribution

Strictly speaking, Linux is not an operating system. Linux is a monolithic kernel originally
written by Linus Torvalds in 1991. The kernel alone cannot provide an interactive user experience,
compile code, manage background daemons, or execute commands from a terminal.

A distribution (distro) is an orchestrated collection of software that wraps the Linux kernel into
a coherent, functioning operating platform.

+-------------------------------------------------------------------+
| Distribution Identity |
| |
| [ Branding & Default Themes ] [ Package Manager & Repo ] |
| [ Default Init & Service Units ] [ Filesystem Layout Policy ] |
| [ C Standard Library & ABI ] [ Kernel Patches & Config ] |
+-------------------------------------------------------------------+

|
v

+-------------------------------------------------------------------+
| The Linux Kernel |
+-------------------------------------------------------------------+

The Defining Pillars of a Distribution

What makes Debian distinct from Arch Linux, or Alpine distinct from Fedora? A distribution’s
identity is shaped by six fundamental choices:

1. The C Standard Library (The System ABI)

All userspace software interacts with the Linux kernel through system calls (sys_read, sys_write,
sys_clone). The C standard library bridges high-level C code to these low-level assembly traps. -
GNU C Library (glibc): Feature-rich, highly optimized for x86_64 and glibc-specific extensions,
but large in memory footprint. - musl-libc: Lightweight, clean, POSIX-strict, and designed for
static linking and minimal container images (as seen in Alpine Linux).

The choice of C library defines the binary application interface (ABI) of the distribution. A binary
compiled dynamically against glibc cannot run on a musl-based system without a compatibility
shim.
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2. Package Management and Software Delivery

How do users install, upgrade, and delete software? - Debian uses dpkg and apt (.deb). - Red
Hat / Fedora uses rpm and dnf (.rpm). - Arch Linux uses pacman (.pkg.tar.zst). - Alpine uses
apk-tools (.apk). - Void Linux uses xbps (.xbps).

The package manager dictates how software is packaged, signed, indexed, and resolved against
dependencies.

3. The Init System and Service Supervision

Process ID 1 (PID 1) is the first userspace process spawned by the kernel. It has unique kernel
responsibilities: - Reaping orphaned child processes. - Managing system state transitions (power-
off, reboot, single-user mode). - Launching and supervising background daemons.

Whether a distro uses systemd, OpenRC, s6, runit, or sysvinit drastically changes how daemons
are configured, logged, and monitored.

4. Release Philosophy and Lifecycle

• Point Releases (Fixed Lifecycle): Debian Stable and Ubuntu LTS release new major
versions every two years, prioritizing rock-solid stability and backported security patches over
bleeding-edge features.

• Rolling Releases: Arch Linux and openSUSE Tumbleweed continuously publish upstream
updates without discrete version boundaries.

5. Architectural Boundaries and Policies

Each distribution establishes conventions: Where do configuration files live? Are /bin and /usr/bin
separate directories or symlinks? Is SELinux or AppArmor enabled by default? These conventions
are codified into the distribution’s policy manuals.
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The Filesystem Hierarchy Standard and Its
Variants

Every Linux distribution organizes its files within a unified single-rooted hierarchical directory tree
(/). The conventions governing where binaries, libraries, configuration files, and state directories
reside are defined by the Filesystem Hierarchy Standard (FHS), maintained by the Linux
Foundation.

/
��� bin -> usr/bin # Essential binaries (symlinked in modern layouts)
��� sbin -> usr/bin # System binaries (symlinked in modern layouts)
��� lib -> usr/lib # Essential shared libraries
��� usr/ # Primary read-only userland hierarchy
� ��� bin/ # Non-essential and essential user binaries
� ��� lib/ # Object files and internal libraries
� ��� include/ # C/C++ header files for compilation
� ��� share/ # Architecture-independent data (man, icons, fonts)
��� etc/ # Host-specific static configuration files
��� var/ # Variable runtime data (logs, spool, caches)
� ��� log/ # System log files
� ��� cache/ # Package manager caches
� ��� lib/ # Persistent application state
��� dev/ # Device nodes (populated dynamically by devtmpfs)
��� proc/ # Kernel process and status pseudo-filesystem
��� sys/ # Kernel device model and sysfs hierarchy
��� run/ # Volatile runtime state (PID files, sockets)
��� boot/ # Static files for the bootloader (vmlinuz, initramfs)
��� home/ # User home directories
��� root/ # Root user's home directory

The Historical Origin of /bin vs. /usr/bin

Why did Unix-like systems historically have both /bin and /usr/bin, and /lib and /usr/lib?

In the early 1970s, Ken Thompson and Dennis Ritchie ran out of storage on their PDP-11’s first
RK05 disk pack (which held only 1.5 megabytes). They added a second disk pack and mounted it at
/usr. Essential commands needed to boot the system into single-user mode and repair filesystems
(sh, mount, fsck) stayed in /bin on the primary disk. Everything else (cc, man, troff) moved to
/usr.
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For decades, this split persisted under the assumption that /usr might be mounted over NFS
(Network File System) after the root partition booted.

The Modern “Usr-Merge”

In modern Linux distributions, the /bin vs. /usr/bin distinction is obsolete. Early boot tasks are
handled by the initramfs, which mounts all required storage before root pivot occurs.

Consequently, modern distributions (Arch Linux, Fedora, Debian 12+, Ubuntu 20.04+) implement
the Usr-Merge:

# On a modern Usr-Merged system:
$ ls -l /
lrwxrwxrwx 1 root root 7 bin -> usr/bin
lrwxrwxrwx 1 root root 7 sbin -> usr/bin
lrwxrwxrwx 1 root root 7 lib -> usr/lib
lrwxrwxrwx 1 root root 9 lib64 -> usr/lib64

Advantages of the Usr-Merge

1. Simplified $PATH: Developers and scripts no longer have to worry whether a binary is located
in /bin, /sbin, /usr/bin, or /usr/sbin.

2. Snapshotting and Immutable System Roots: The entire operating system binary state
is contained within /usr. This allows /usr to be mounted strictly read-only, verified via
dm-verity, or updated atomically as an OSTree or Btrfs subvolume.

3. Clean Factory Resets: Because /usr holds vendor-supplied defaults and /etc holds user
overrides, resetting a machine to factory state can be as simple as wiping /etc and /var.
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Essential Components Every Distro Needs

To take an operating system from a blank disk to an interactive command prompt, several indepen-
dent software projects must be compiled, linked, and arranged into the filesystem tree:

+-------------------------------------------------------------+
| User Shell Session |
| (bash, zsh, dash, or ash) |
+-------------------------------------------------------------+
| Core Utilities & Command Suite |
| (ls, cat, cp, grep, sed, awk - GNU coreutils/BusyBox)|
+-------------------------------------------------------------+
| Dynamic Linker & C Runtime |
| (ld-linux-x86-64.so.2 / ld-musl-x86_64.so.1) |
+-------------------------------------------------------------+
| Process ID 1 (Init) |
| (systemd, OpenRC, s6, runit) |
+-------------------------------------------------------------+
| Linux Kernel & Modules |
| (vmlinuz, initramfs.img) |
+-------------------------------------------------------------+

1. The Core Utility Suite

Users and startup scripts expect standard POSIX utilities (cat, ls, mkdir, rm, chmod, chown). In
Linux, these are typically provided by one of two projects:

• GNU Coreutils: The standard, fully featured implementations used by Debian, Fedora,
and Arch. Includes complete flags, multi-byte character support, and high performance, but
binaries are relatively large.

• BusyBox / Toybox: Combines tiny versions of hundreds of common UNIX utilities into
a single multi-call binary. In BusyBox, /bin/ls is merely a symbolic link to /bin/busybox.
Extremely popular in embedded devices, Docker images, and Alpine Linux.

2. The Dynamic Linker (ld.so)

Most Linux executables are dynamically linked to reduce binary size and allow shared memory
caching of library code. When an ELF binary is executed, the kernel reads its .interp section:

37



$ readelf -l /usr/bin/ls | grep 'program interpreter'
[Requesting program interpreter: /lib64/ld-linux-x86-64.so.2]

The kernel loads this interpreter into memory before executing the binary. If the dynamic linker is
missing or placed in an unexpected path, the kernel returns the infamous and misleading error:

bash: ./mybinary: No such file or directory

Even if ./mybinary exists on disk!

3. Account and Authentication Databases

A minimal system must provide user database files in /etc: - /etc/passwd: Defines user accounts,
UIDs, GIDs, home directories, and login shells. - /etc/group: Defines groups and their member-
ships. - /etc/shadow: Stores hashed passwords and aging parameters (readable only by root). -
/etc/nsswitch.conf: Tells the C library which backend databases to query for names (e.g., files,
dns, systemd).

A bare-minimum /etc/passwd requires at least:

root:x:0:0:root:/root:/bin/sh
daemon:x:1:1:daemon:/usr/sbin:/bin/false
nobody:x:65534:65534:nobody:/nonexistent:/bin/false

4. Virtual Filesystem Mount Points

The Linux kernel exposes device nodes, hardware configurations, and process information via virtual
pseudo-filesystems that must be mounted at boot: - /proc: procfs — process state and kernel
configuration flags. - /sys: sysfs — unified device model, PCI devices, and driver parameters. -
/dev: devtmpfs — automatic device node creation by the kernel. - /dev/pts: devpts — pseudo-
terminal slaves for interactive terminal emulators and SSH. - /dev/shm: tmpfs — POSIX shared
memory.
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Case Study: Comparing Debian, Arch, Alpine,
and Fedora Layouts

To design your own distribution, it is invaluable to examine how leading Linux distributions archi-
tected their filesystems, init systems, package managers, and runtime boundaries.

Feature /
Dimension

Debian
(Bookworm) Arch Linux Alpine Linux Fedora (40+)

C Standard
Library

GNU C Library
(glibc)

GNU C Library
(glibc)

musl-libc GNU C Library
(glibc)

Core Utilities GNU Coreutils GNU Coreutils BusyBox (w/
optional GNU)

GNU Coreutils

Init System systemd
(OpenRC
optional)

systemd OpenRC systemd

Package
Format

.deb (ar archive) .pkg.tar.zst .apk
(tar.gz/tar.zst)

.rpm (cpio
archive)

Package
Manager

dpkg + apt pacman apk-tools rpm + dnf

Usr-Merge
State

Fully merged
(Debian 12+)

Fully merged Traditional split
/bin

Fully merged

Default
Security

AppArmor None (manual) PaX/Grsecurity/SSP
hardened

SELinux
(Enforcing)

Target
Audience

Enterprise
stability

Pragmatic
bleeding-edge

Minimal
containers /
routers

Upstream
innovation / Red
Hat

Debian: Stability and Policy-Driven Engineering

Debian’s layout is governed by the comprehensive Debian Policy Manual. Debian splits upstream
software into granular packages (e.g., libssl3 for runtime shared objects, and libssl-dev for
headers and static libraries). This keeps production servers minimal by avoiding compiler headers
on production nodes. Debian emphasizes backwards compatibility, standard SysV init compatibility
shims, and strict multi-architecture support (/usr/lib/x86_64-linux-gnu).
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Arch Linux: The Simplicity of “Upstream As-Is”

Arch follows the KISS principle (Keep It Simple, Stupid). Instead of splitting software into -dev,
-doc, and -bin packages, Arch packages upstream software as a single cohesive unit: installing
openssl provides the CLI tool, the shared libraries, and the C development headers simultaneously.
Arch was one of the earliest adopters of the pure Usr-Merge, collapsing all binaries into /usr/bin.

Alpine Linux: Extreme Minimalism with musl

Alpine targets containers, embedded systems, and security enclaves. By replacing glibc with musl
and GNU coreutils with BusyBox, a basic Alpine rootfs occupies under 7 megabytes of uncompressed
disk space. Alpine avoids systemd in favor of OpenRC, keeping startup scripts transparent and
POSIX shell-driven. However, dynamic linking against musl requires software compiled specifically
for the musl ABI.

Fedora: Upstream Pioneer and Modern Security

Fedora serves as the upstream proving ground for Red Hat Enterprise Linux (RHEL). It is aggres-
sively modern: Wayland is default, legacy X11 packages are phased out, Btrfs with transparent zstd
compression is the default filesystem, and SELinux is set to Enforcing out of the box. Fedora also
pioneered systemd-resolved and systemd-homed integrations.

Lessons for Your Distribution

When designing your own distribution in Chapter 13: 1. Choose your C library based on your
mission: Choose musl if you want a tiny footprint, instant boot times, or an embedded appliance.
Choose glibc if you need broad proprietary software compatibility (NVIDIA drivers, Steam, pre-
compiled enterprise software). 2. Embrace the Usr-Merge: Symlinking /bin, /sbin, and /lib
into /usr radically simplifies package creation, script path lookups, and system snapshotting.
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Monolithic Architecture with Modular Extensions

Operating system kernels generally fall into two classic design philosophies: microkernels and
monolithic kernels.

+-----------------------------------------------------------+
| Microkernel Architecture (e.g. seL4) |
| Userspace: [ File System ] [ Network Stack ] [ Drivers]|
| IPC Message Passing |
| Kernel Space: [ Low-level Memory & Task Scheduling Only ]|
+-----------------------------------------------------------+

+-----------------------------------------------------------+
| Monolithic Architecture (Linux Kernel) |
| Userspace: [ Application ] |
| POSIX System Calls (Ring 3 -> Ring 0) |
| Kernel Space: |
| [ VFS ] [ TCP/IP Stack ] [ Memory Management ] |
| [ Process Scheduler ] [ Device Drivers & Loadable Mod ] |
+-----------------------------------------------------------+

Why Linux is Monolithic

In a pure microkernel, device drivers, filesystems, and network stacks run as isolated userspace server
processes. While this isolates faults (a driver crash won’t crash the entire kernel), passing data across
user-kernel boundaries requires expensive context switches and inter-process communication (IPC)
overhead.

Linux is a monolithic kernel: - All core operating system services—process scheduling, memory
allocation, virtual filesystems, network protocols, and hardware device drivers—execute within a
single unified address space in supervisor mode (Ring 0 on x86). - System calls (syscall) transition
the CPU from user mode (Ring 3) directly into kernel mode with minimal overhead. - Direct pointer
dereferencing within kernel space makes Linux extraordinarily fast and responsive.

Loadable Kernel Modules (LKMs)

A purely static monolithic kernel would require recompiling and rebooting the entire operating
system every time a new USB device, network card, or filesystem was attached.
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To achieve flexibility without sacrificing bare-metal speed, Linux introduced Loadable Kernel
Modules (LKMs): - Code compiled into .ko (Kernel Object) ELF binaries. - Dynamically
inserted into the running kernel using init_module or finit_module syscalls (insmod or modprobe).
- Linked into kernel memory at runtime, running with full Ring 0 privileges.

# Listing currently loaded modules in the running kernel:
$ lsmod | head -n 5
Module Size Used by
overlay 151552 0
ext4 1052672 1
crc32c_generic 16384 0
ahci 45056 2

Built-In (=y) vs. Modular (=m) Drivers

When configuring a custom kernel for your distribution, you will constantly choose between: -
=y (Built-in): The code is compiled directly into the executable kernel image (vmlinuz). It is
permanently resident in RAM from boot time. - =m (Module): The code is compiled into a
standalone /lib/modules/<version>/.../*.ko file on disk. It is loaded on demand when the
hardware is discovered by udev.

The Golden Rule for Distribution Builders

If a driver is strictly necessary to mount the root filesystem (e.g., your SATA/NVMe controller
driver, your root filesystem driver like ext4 or btrfs), it must either be compiled as built-in (=y)
or included inside the initramfs. If it is compiled as =m and left on the root disk, the kernel cannot
read the disk to load the driver needed to read the disk!
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Key Subsystems: Process Management, Memory,
VFS, Networking

The Linux kernel is comprised of millions of lines of C and assembly code, cleanly organized into
several primary subsystems.

+-------------------------------------------------------------+
| System Call Interface |
+--------------+--------------+---------------+---------------+
| Process Mgmt | Memory Mgmt | VFS | Network Stack |
| (CFS / EEVDF | (Paging, | (Inodes, | (Socket, TCP/ |
| cgroups) | Page Cache) | Superblocks) | IP, nftables)|
+--------------+--------------+---------------+---------------+
| Architecture Layer |
| (x86_64, aarch64, riscv64) |
+-------------------------------------------------------------+
| Hardware / Silicon |
+-------------------------------------------------------------+

1. Process Management & Scheduling

Every thread in Linux is represented by a kernel structure called struct task_struct (defined in
<linux/sched.h>). It contains process state, priority, open file descriptors, signal masks, memory
descriptors (mm_struct), and namespace mappings.

• The Scheduler (EEVDF): Starting with Linux 6.6, the kernel default scheduler is the
Earliest Eligible Virtual Deadline First (EEVDF) scheduler, replacing the Completely Fair
Scheduler (CFS). EEVDF allocates CPU time slices based on virtual runtime and eligibility
deadlines, guaranteeing low latency for interactive audio and desktop tasks while maintaining
fair throughput for batch computation.

• Control Groups (cgroups v2): Hierarchically accounts for and throttles resource consump-
tion (CPU shares, memory caps, I/O limits, PID limits) for groups of processes. Crucial for
systemd service isolation and container runtimes.

2. Memory Management (MM)

Linux implements a virtual memory system with demand paging: - Virtual Address Spaces:
Every 64-bit userspace process enjoys a private virtual address space (typically 128 TB on x86_64
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48-bit paging). - Page Tables: Hardware MMU (Memory Management Unit) translates virtual
addresses to physical RAM pages (usually 4 KB, or HugePages of 2 MB / 1 GB). - The Page
Cache: The kernel uses all unused physical RAM as a buffer cache for disk reads and writes. Dirty
pages are written back to storage asynchronously by kernel flush threads. - The OOM Killer
(Out-of-Memory): If system memory and swap are exhausted, the kernel’s Out-Of-Memory Killer
evaluates process badness scores and sends SIGKILL to reclaim memory.

3. The Virtual Filesystem (VFS)

The Virtual Filesystem (VFS) provides a standardized object-oriented abstraction over heteroge-
neous storage formats (ext4, XFS, Btrfs, NFS, FAT32): - Superblock: Describes an entire mounted
filesystem instance. - Inode: Represents a unique file or directory object on disk, storing metadata
(size, permissions, timestamps, block pointers) independent of the file’s name. - Dentry (Direc-
tory Entry): Caches the mapping between human-readable path strings (/usr/bin/python3) and
underlying inode numbers in memory. - File: Represents an active file descriptor held by an open
process, tracking the current byte read/write offset.

4. The Network Stack

The Linux networking stack processes packets through an event-driven subsystem: - Socket In-
terface: POSIX API (socket(), bind(), listen(), accept(), send(), recv()). - Protocol
Engines: TCP, UDP, ICMP, SCTP, and raw sockets. - Netfilter / nftables: In-kernel packet
filtering, stateful connection tracking (conntrack), and NAT (Network Address Translation). -
eBPF (Extended Berkeley Packet Filter): In-kernel virtual machine executing sandboxed
bytecode at line rate on network hooks (XDP - eXpress Data Path).
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Kernel Configuration and the .config Workflow

The Linux kernel contains over 15,000 configurable options defined in a domain-specific language
called Kconfig. The entire state of a build is recorded in a single plaintext file at the root of the
kernel tree named .config.

Navigating the Configuration Interfaces

The kernel build system (Kbuild) provides several interfaces for configuring features:

# Interactive curses-based menu (most popular for distro builders):
$ make menuconfig

# Qt-based graphical interface:
$ make xconfig

# Generate a default configuration based on your CPU architecture:
$ make defconfig

# Generate a minimal configuration matching currently loaded modules on host:
$ make localmodconfig

# Update an older .config against a newly extracted kernel version:
$ make olddefconfig

Anatomy of .config

Inside .config, options follow a simple key-value format:

# A boolean option enabled statically in kernel:
CONFIG_BINFMT_ELF=y

# A tri-state option built as a loadable module:
CONFIG_EXT4_FS=m

# A disabled option (not compiled):
# CONFIG_EXT2_FS is not set
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# An integer configuration parameter:
CONFIG_NR_CPUS=64

# A string parameter (e.g., custom distro kernel release tag):
CONFIG_LOCALVERSION="-byol-v1"

Mandatory Options for a Bootable Modern Distro

When building a distribution kernel from scratch, disabling certain options will cause immediate
boot failures:

1. Executable Formats:

• CONFIG_BINFMT_ELF=y: Essential for running standard Linux binaries.
• CONFIG_BINFMT_SCRIPT=y: Essential for interpreting #!/bin/sh scripts.

2. Virtual Filesystems:

• CONFIG_DEVTMPFS=y and CONFIG_DEVTMPFS_MOUNT=y: Tells the kernel to mount /dev
automatically at boot.

• CONFIG_PROC_FS=y and CONFIG_SYSFS=y.

3. Storage & Controller Drivers:

• CONFIG_BLK_DEV_SD=y: SCSI/SATA disk support.
• CONFIG_ATA=y and CONFIG_ATA_GENERIC=y.
• CONFIG_NVME_CORE=y: Modern NVMe SSD support.
• CONFIG_VIRTIO_PCI=y and CONFIG_VIRTIO_BLK=y: Essential for QEMU/KVM virtual

machine testing.

4. Filesystem Drivers:

• CONFIG_EXT4_FS=y or CONFIG_BTRFS_FS=y: Compiled as =y (built-in) if booting without
an initramfs, or =m if the initramfs contains the driver.

Compiling the Kernel Image

Once .config is validated:

# Build the compressed kernel image and modules (-j$(nproc) uses all CPU cores):
$ make -j$(nproc) bzImage
$ make -j$(nproc) modules

# Install kernel modules into the target sysroot:
$ make INSTALL_MOD_PATH=/mnt/target modules_install

# Copy the kernel image into the boot directory:
$ cp arch/x86/boot/bzImage /mnt/target/boot/vmlinuz-byol
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Troubleshooting: Diagnosing Kernel Panics

A kernel panic occurs when the Linux kernel encounters an unrecoverable internal condition or
fatal hardware error from which it cannot safely recover. Unlike a userspace segmentation fault
(which simply terminates the offending process), a kernel panic halts the entire operating system to
prevent disk corruption.

[ 1.248102] ---[ end Kernel panic - not syncing: VFS: Unable to mount root fs on unknown-block(0,0) ]---

Anatomy of the Panic Message

When a panic occurs, the kernel dumps diagnostic state directly to the console framebuffer or serial
port:

[ 1.120340] Call Trace:
[ 1.121002] <TASK>
[ 1.121500] dump_stack_lvl+0x44/0x60
[ 1.122100] panic+0x140/0x320
[ 1.122700] mount_block_root+0x1a8/0x220
[ 1.123300] mount_root+0x9c/0x130
[ 1.123900] prepare_namespace+0x13c/0x170
[ 1.124500] kernel_init+0x18/0x140
[ 1.125100] ret_from_fork+0x28/0x40
[ 1.125700] </TASK>

The stack trace reveals the exact sequence of functions leading up to the failure. In the example
above, prepare_namespace called mount_root, which failed and triggered panic().

Common Panic Scenarios for Distro Builders

1. VFS: Unable to mount root fs on unknown-block(0,0)

This is by far the most common panic encountered by operating system builders. It means the
kernel was instructed to mount a root partition (root=/dev/sda1 or root=UUID=...), but could
not locate or open the device.

Root Causes & Solutions: - Missing disk controller driver: The SATA (ahci), NVMe (nvme),
or Virtual VirtIO (virtio_pci, virtio_blk) driver was compiled as a module (=m) instead of built-
in (=y), and no initramfs was loaded. Fix: Recompile driver with =y or pack it into the initramfs.
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- Missing filesystem driver: The root filesystem is formatted as ext4, but CONFIG_EXT4_FS is
=m or not set. Fix: Set CONFIG_EXT4_FS=y. - Incorrect root= kernel parameter: The UUID or
device node specified in the bootloader does not match the actual disk geometry.

2. Kernel panic - not syncing: Attempted to kill init!

The kernel successfully mounted the root filesystem, found the binary at /sbin/init (or /bin/sh),
and executed it. However, PID 1 died or returned. PID 1 is never allowed to exit in Linux.
If PID 1 terminates, the kernel panics immediately.

Root Causes & Solutions: - Missing dynamic linker: The init binary was dynamically linked
against /lib64/ld-linux-x86-64.so.2, but the linker does not exist at that path in the target
rootfs. - Missing shared libraries: The init binary links against libc.so.6, but it is missing
from /lib or /usr/lib. - Wrong CPU architecture: Running an x86_64 binary on a 32-bit
kernel, or an aarch64 binary without an emulator. - Execution permissions: The init binary
lacks execute permissions (chmod +x /sbin/init).

Diagnostic Tools

1. Early Printk: Add earlyprintk=vga or earlycon and console=ttyS0,115200 to the kernel
command line in your bootloader. This prints kernel messages even if the graphics framebuffer
crashes early.

2. QEMU Serial Redirection: When testing your kernel in QEMU, redirect serial output to
the terminal:

$ qemu-system-x86_64 -kernel bzImage -append "console=ttyS0 root=/dev/vda" -nographic

3. Panic Timeout: Add panic=10 to reboot automatically 10 seconds after a panic, or
panic=-1 to freeze the screen for manual inspection.
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Chapter 3: The Toolchain: Building the
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What a Toolchain Is and Why It Matters

A toolchain is the collection of software development utilities that transforms human-readable
source code into executable binary machine instructions for a target architecture.

+-------------------------------------------------------------------+
| The Compiler Stack |
| |
| [ Source Code: main.c ] |
| | |
| v |
| [ Preprocessor: cpp ] ----> Expands #include and #define macros |
| | |
| v |
| [ Compiler: gcc / clang ] -> Emits target Assembly (main.s) |
| | |
| v |
| [ Assembler: as ] --------> Assembles Object Code (main.o) |
| | |
| v |
| [ Linker: ld ] -----------> Resolves symbols against libc.so |
| | and sets interpreter to ld.so |
| v |
| [ ELF Binary: a.out ] |
+-------------------------------------------------------------------+

Anatomy of a GNU / Linux Toolchain

A standard Linux toolchain consists of four interdependent components:

1. Linux Kernel Headers (linux-api-headers): Cleaned C header files from the kernel
source tree (<linux/types.h>, <asm/unistd.h>). These headers define the system call num-
bers, ioctl codes, and kernel structures required by the C standard library.

2. GNU Binutils: The binary manipulation suite, including:

• as: The assembler that turns assembly code into machine object files (.o).
• ld: The linker that joins object files and shared libraries into an ELF executable.
• readelf, objdump, nm, strip, ar, ranlib.

3. GCC (GNU Compiler Collection): The optimizing compiler that translates C/C++
syntax into architecture-specific assembly instructions.
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4. The C Standard Library (glibc or musl): Provides the standard C runtime (printf,
malloc, fopen), dynamic startup code (crt1.o, crti.o, crtn.o), and the dynamic
linker/loader (ld-linux.so).

Host, Build, and Target Triples

In GNU autotools, cross-compilation is governed by standard architecture-vendor-os tuples known
as target triples:

• Build (--build): The architecture and OS of the machine where the compilation is currently
running (e.g., x86_64-pc-linux-gnu).

• Host (--host): The architecture and OS of the machine where the compiled binary will
execute.

• Target (--target): The architecture and OS for which the compiler will generate machine
code. (Only relevant when building a compiler like GCC).

Host == Build == Target --> Native Compiler (Standard host GCC)
Host == Build != Target --> Cross-Compiler (Runs on host, compiles for target)
Host != Build == Target --> Canadian Cross (Runs on host B, built on host A, targets host B)

In Chapter 13, we construct a cross-compiler with: - --host=x86_64-pc-linux-gnu -
--target=x86_64-byol-linux-gnu (or x86_64-byol-linux-musl) This ensures the compiler does
not accidentally link against the host system’s headers or libraries.

58



The Bootstrap Process: Pass One and Pass Two

59



The Bootstrap Process: Pass One and Pass Two

Bootstrapping a new distribution presents a circular dependency problem: - To build the C library
(glibc), you need a C compiler (gcc). - To build a functional C compiler (gcc), you need the C
library headers and startup objects (libc.so, crt1.o).

The Circular Bootstrap Paradox
+---------------------------+
| GCC needs libc headers |
+-------------+-------------+

|
v

+---------------------------+
| libc needs GCC compiler |
+---------------------------+

To break this loop without poisoning the target distribution with host binaries, distro builders
employ a multi-pass bootstrap process.

Pass 1: The Bare-Metal Cross-Compiler

In Pass 1, we compile a stripped-down, static cross-compiler that runs on the host system:

1. Install Linux API Headers: Extract kernel headers directly into $SYSROOT/usr/include.

$ make mrproper
$ make headers_install INSTALL_HDR_PATH=$SYSROOT/usr

2. Build Cross-Binutils (Pass 1): Configured with --target=$TARGET and --with-sysroot=$SYSROOT.

$ ../binutils/configure \
--prefix=$TOOLS \
--with-sysroot=$SYSROOT \
--target=$TARGET \
--disable-nls \
--disable-werror

$ make && make install

3. Build GCC (Pass 1 - Static / Inhibit libc): Configure GCC with --without-headers,
--with-newlib, and --disable-shared. This builds a bare C-only compiler without thread
support or dynamic linking capabilities:
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$ ../gcc/configure \
--target=$TARGET \
--prefix=$TOOLS \
--with-glibc-version=2.39 \
--with-sysroot=$SYSROOT \
--without-headers \
--disable-nls \
--disable-shared \
--disable-threads \
--enable-languages=c

$ make all-gcc all-target-libgcc && make install-gcc install-target-libgcc

The Intermediate Bridge: Compiling the Target C Library

Now that we possess $TOOLS/bin/$TARGET-gcc (a compiler capable of emitting target machine
code without needing a pre-existing target libc), we compile glibc or musl:

$ CC="$TARGET-gcc" ../glibc/configure \
--prefix=/usr \
--host=$TARGET \
--build=$(../glibc/scripts/config.guess) \
--enable-kernel=4.19 \
--with-headers=$SYSROOT/usr/include \
libc_cv_slibdir=/usr/lib

$ make && make DESTDIR=$SYSROOT install

Pass 2: The Full Cross-Compiler and Native Chroot Tools

With the target C library now safely installed inside $SYSROOT/usr/lib and $SYSROOT/usr/include:

1. Rebuild GCC (Pass 2): Build a full compiler targeting $TARGET with C++ support, thread
support (pthreads), and shared library support enabled.

2. Compile Core Utilities for Target: Using the Pass 2 cross-compiler, build Bash, Coreutils,
Sed, Grep, Gawk, and Make, installing them into $SYSROOT.

3. The Pivot (Entering Chroot): Mount host /dev, /proc, and /sys into $SYSROOT and
switch into the target rootfs using chroot:

# chroot $SYSROOT /usr/bin/bash

From this point forward, every package is compiled natively from inside the clean environment.
The host system’s tools are severed.
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glibc vs. musl: Choosing Your C Standard Library

The C standard library is the foundation of the Linux userspace ABI. In modern distribution
engineering, the two leading implementations are the GNU C Library (glibc) and musl-libc.

+-----------------------------------------------------------------+
| C Standard Library Matrix |
| |
| Feature GNU C Library (glibc) musl-libc |
| --------------------------------------------------------------- |
| Codebase Size Massive (>1.5M lines) Compact (~80K) |
| Stripped Binary Size ~2.5 MB (libc.so.6) ~700 KB (libc.so) |
| Static Linking Discouraged / Fragile First-class |
| Non-POSIX Extensions Extensive (GNU source) Minimal / Strict |
| Memory Allocator ptmalloc3 mallocng |
| Thread Implementation NPTL (1:1 pthread) Native 1:1 |
| Target Distribution Debian, Fedora, Arch Alpine, Void |
+-----------------------------------------------------------------+

The GNU C Library (glibc)

glibc is the default standard library on virtually all desktop and enterprise Linux distributions.

Strengths:

• Peak Execution Performance: Highly hand-tuned assembly implementations for SIMD
string operations (avx2, avx512 accelerated memcpy, strlen, strcmp).

• Maximum Compatibility: Seamlessly runs proprietary closed-source applications (Oracle
Database, Steam games, NVIDIA CUDA toolkits, Electron apps) which rely on GNU-specific
symbol versioning.

• NSS (Name Service Switch): Dynamic module-based identity and name resolution via
/etc/nsswitch.conf (libnss_files.so, libnss_dns.so, libnss_systemd.so).

Weaknesses:

• Static linking is notoriously fragile: because NSS plugins rely on dlopen(), statically linked
glibc binaries still require dynamic linker access at runtime to resolve hostnames.

• Large binary size and memory footprint.
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musl-libc

Written by Rich Felker, musl is a clean, lightweight, standards-conforming implementation of the
C library designed for correctness, safety, and minimalism.

Strengths:

• Flawless Static Linking: A statically linked C executable under musl is truly standalone.
It contains zero external dynamic dependencies and will run on any Linux kernel without an
installed libc.

• Microscopic Footprint: Ideal for container base images, micro-VMs (Firecracker), and
embedded microcontrollers.

• Hardened Memory Safety: musl’s mallocng allocator is engineered with guard pages and
randomized layout to detect heap overflows and double-frees reliably.

Weaknesses:

• Software with hardcoded __GLIBC__ macros or non-POSIX assumptions (e.g., expecting
execinfo.h for backtraces) will fail to compile without patches.

• DNS resolution does not support NSS plugins; it queries /etc/resolv.conf directly.

Verdict for BYOL Builders

• If your goal is a general-purpose workstation or server compatible with off-the-shelf
software and precompiled binaries: choose glibc.

• If your goal is an immutable appliance, container base, or ultra-lightweight router:
choose musl.
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Case Study: Alpine’s musl-Based Hardened
Toolchain

Alpine Linux is widely celebrated in modern cloud infrastructure as the de facto lightweight container
base image. However, Alpine’s primary engineering objective was not small size; it was security
hardening.

+-----------------------------------------------------------+
| Alpine Security-Hardened Toolchain |
| |
| [ Position Independent Executables (PIE / PIC) ] |
| [ Stack Smashing Protection (-fstack-protector-strong) ] |
| [ Read-Only Relocations (Full RELRO & BIND_NOW) ] |
| [ Fortify Source (-D_FORTIFY_SOURCE=2) ] |
| [ musl mallocng Guarded Allocator ] |
+-----------------------------------------------------------+

The Alpine Toolchain Architecture

Alpine maintains its own patched build of GCC configured with aggressive compile-time and link-
time flags enabled by default:

1. Default PIE (Position Independent Executable):

• By default, standard GCC compiles binaries to execute at fixed virtual memory addresses.
• Alpine GCC compiles every single userland binary as a shared object (-fPIE -pie).

This allows the kernel’s Address Space Layout Randomization (ASLR) to randomize the
memory address of the executable text, stack, and heap on every invocation, neutralizing
Return-Oriented Programming (ROP) exploits.

2. Stack Smashing Protection (SSP):

• Alpine enables -fstack-protector-strong by default.
• The compiler injects canary values onto the stack frame between local buffers and the

saved return pointer. If a buffer overflow overwrites the return pointer, the canary is
mangled, triggering __stack_chk_fail and aborting the process before malicious code
executes.

3. Full RELRO (Read-Only Relocations) & BIND_NOW:

• In standard binaries (Partial RELRO), the Global Offset Table (GOT) remains writable
during execution to allow lazy symbol binding by ld.so.
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• Alpine enforces -Wl,-z,relro -Wl,-z,now. All dynamic symbols are resolved immedi-
ately at launch time, and the entire GOT page is marked read-only before main() begins.
This eliminates GOT-overwrite attacks.

The Cost of Hardening

Compiling an entire operating system with strict POSIX compliance and defensive security bound-
aries reveals software defects: - Upstream projects frequently rely on undefined behavior or GNU
extensions without realizing it. - When Alpine builds software via abuild, its maintainers maintain
a collection of surgical C patches to resolve these assumptions cleanly.

In Chapter 9 and Chapter 13, we adopt several of these hardening flags for our BYOL toolchain.
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Troubleshooting: Toolchain Build Failures

Building a compiler and C standard library from scratch pushes build environments to their limits.
A single missing dependency, poisoned environment variable, or hardcoded path can corrupt hours
of compilation.

Common Toolchain Failure Modes

1. Host Pollution (The Inadvertent Leak)

Symptom: A binary compiled in your isolated target sysroot unexpectedly depends on a host
library or dynamic linker:

$ readelf -d /mnt/target/bin/bash | grep NEEDED
0x0000000000000001 (NEEDED) Shared library: [libtinfo.so.6]
$ readelf -l /mnt/target/bin/bash | grep interpreter

[Requesting program interpreter: /lib64/ld-linux-x86-64.so.2] # (Points to host!)

Cause: The compiler invoked during the build process was /usr/bin/gcc (the host compiler)
instead of $TARGET-gcc, or the linker used /usr/lib from the host search path. Remedy: - Always
sanitize your shell environment before toolchain builds: bash unset CFLAGS CXXFLAGS LDFLAGS
export LC_ALL=POSIX export PATH=$TOOLS/bin:/usr/bin:/bin - Use readelf -l <binary>
to inspect the ELF program interpreter of every compiled utility before moving forward.

2. Missing C Preprocessor Prerequisites for GCC

Symptom: GCC configuration fails with:

configure: error: Building GCC requires GMP 4.2+, MPFR 3.1.0+ and MPC 0.8.0+.

Cause: GCC’s internal optimization passes rely on multi-precision arithmetic libraries (GMP,
MPFR, MPC). Remedy: Rather than installing them on the host, place their source directories
directly inside the GCC source root:

$ tar -xf mpfr-4.2.1.tar.xz && mv mpfr-4.2.1 gcc-14.1.0/mpfr
$ tar -xf gmp-6.3.0.tar.xz && mv gmp-6.3.0 gcc-14.1.0/gmp
$ tar -xf mpc-1.3.1.tar.gz && mv mpc-1.3.1 gcc-14.1.0/mpc

GCC’s build system will automatically compile these libraries statically within its own build tree.
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3. Missing crt1.o or Linker Script Failures

Symptom: During Pass 2, compilation fails with:

/tools/lib/gcc/x86_64-byol-linux-gnu/14.1.0/../../../../x86_64-byol-linux-gnu/bin/ld: cannot find crt1.o: No such file or directory

Cause: The C runtime startup files (crt1.o, crti.o, crtn.o) were installed into /usr/lib, but
the cross-linker is searching /lib or has a mismatched --sysroot prefix. Remedy: Verify your
$SYSROOT/usr/lib directory contains the startup object files, and verify that your specs file or
linker invocation points to the appropriate sysroot:

$ $TARGET-gcc -print-file-name=crt1.o

If this prints the correct path inside $SYSROOT, the compiler knows where its runtime objects re-
side.
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From Power-On to Shell: The Full Boot Chain

The journey from pressing the physical power button on a computer to receiving an interactive shell
prompt involves a relay race of hardware, firmware, bootloaders, kernel subsystems, and userspace
processes.

+-------------------------------------------------------------+
| 1. Firmware Initialization (UEFI / BIOS) |
| - Power-On Self Test (POST) |
| - Reads NVRAM boot entries; locates EFI System Partition |
+-------------------------------------------------------------+

|
v

+-------------------------------------------------------------+
| 2. Bootloader Stage (GRUB / systemd-boot) |
| - Loads vmlinuz and initramfs into physical RAM |
| - Passes command line parameters (root=..., quiet) |
+-------------------------------------------------------------+

|
v

+-------------------------------------------------------------+
| 3. Kernel Early Boot (Ring 0) |
| - Unpacks self, sets up page tables and interrupt tables |
| - Detects CPU cores, initializes memory and devices |
| - Unpacks initramfs into rootfs (tmpfs) |
| - Executes /init in early userspace |
+-------------------------------------------------------------+

|
v

+-------------------------------------------------------------+
| 4. Early Userspace (Initramfs) |
| - Loads storage drivers, mounts LUKS / LVM / ZFS / NFS |
| - Mounts real root filesystem to /newroot |
| - Executes pivot_root or switch_root to /newroot/sbin/init|
+-------------------------------------------------------------+

|
v

+-------------------------------------------------------------+
| 5. System Initialization (PID 1) |
| - Remounts root read-write, mounts /proc, /sys, /dev |
| - Launches udev / mdev for device rules |
| - Starts network, system daemons, display manager |

73



| - Spawns agetty on virtual consoles (tty1) -> Shell! |
+-------------------------------------------------------------+

The Baton Pass

Notice how every stage has a single purpose: load the next, more capable stage, and get
out of the way: 1. UEFI initializes basic memory and PCI buses, then launches the bootloader.
2. The bootloader reads the filesystem of /boot, loads the compressed kernel and initramfs into
memory, and jumps to the kernel’s entry point. 3. The kernel initializes drivers and memory, then
executes /init inside the temporary in-memory initramfs. 4. The initramfs script resolves com-
plex storage (decryption, RAID assembly, network mounts), mounts the permanent root disk, and
executes switch_root. 5. switch_root wipes the temporary initramfs from memory and replaces
the running process with the real /sbin/init (PID 1). 6. PID 1 manages services, configures
networking, and spawns login prompts.
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BIOS, UEFI, and the EFI System Partition

Before operating systems run, firmware governs the machine. Understanding firmware architecture
is essential when designing bootable installation media.

Legacy BIOS (Basic Input/Output System)

For over thirty years, IBM PC-compatible machines booted via Legacy BIOS: - 16-bit Real Mode:
The CPU started in 16-bit real mode with access to only 1 MB of RAM. - Master Boot Record
(MBR): The BIOS read the first 512-byte sector of the boot drive into memory address 0x7C00. -
Constraint: The MBR contained partition table definitions and machine code. Because 512 bytes
is too small for a modern filesystem driver, bootloaders required multi-stage hacks (Stage 1 in MBR
sector 0, Stage 1.5 in post-MBR gap, Stage 2 in /boot). - Disk Limit: MBR partition tables
cannot address disks larger than 2.2 Terabytes (32-bit sector addressing).

Modern UEFI (Unified Extensible Firmware Interface)

Modern systems boot using UEFI: - Native 64-bit Architecture: Runs in 64-bit protected mode
from the first instruction with full access to system RAM. - GPT (GUID Partition Table):
Supports disks up to 9.4 Zettabytes and up to 128 primary partitions with unique 128-bit GUIDs.
- Built-in Filesystem Driver: UEFI firmware natively understands the FAT32 filesystem!

The EFI System Partition (ESP)

Under UEFI, the firmware does not execute raw binary sectors from disk blocks. Instead, it inspects
GPT partition headers to find a partition with the specific GUID C12A7328-F81F-11D2-BA4B-00A0C93EC93B
(the EFI System Partition, or ESP), formatted as FAT32 (or FAT16).

ESP Partition (Mounted at /boot/efi or /boot)
��� EFI/

��� BOOT/
� ��� BOOTX64.EFI # Default fallback EFI binary
��� byol/
� ��� grubx64.efi # Custom distro bootloader
��� Linux/

��� vmlinuz.efi # EFISTUB direct kernel binary
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The Default Fallback Path

When a removable USB stick or DVD is inserted, the firmware does not know which OS is installed.
The UEFI specification mandates a standard fallback path for x86_64 machines:

/EFI/BOOT/BOOTX64.EFI

On aarch64 (ARM64), this file is /EFI/BOOT/BOOTAA64.EFI. When authoring an ISO or USB
installer in Chapter 10, placing your bootloader at this exact path ensures it boots seamlessly on
any UEFI hardware.

NVRAM Boot Entries and efibootmgr

UEFI motherboards maintain non-volatile RAM (NVRAM) storing boot priority entries. You can
inspect and modify these from Linux using efibootmgr:

# Listing boot entries:
$ efibootmgr -v
BootCurrent: 0001
BootOrder: 0001,0002,0000
Boot0001* BYOL Linux HD(1,GPT,a48f...)/File(\EFI\byol\grubx64.efi)

# Creating a new boot entry for BYOL:
$ efibootmgr --create --disk /dev/nvme0n1 --part 1 \

--label "BYOL Linux" \
--loader '\EFI\byol\grubx64.efi'
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GRUB, systemd-boot, and Other Bootloaders

The bootloader bridges firmware and the Linux kernel. When engineering a distribution, you must
choose a bootloader that matches your system architecture and hardware compatibility require-
ments.

+-------------------------------------------------------------+
| Bootloader Comparison |
| |
| Feature GRUB 2 systemd-boot |
| ----------------------------------------------------------- |
| Architecture Modular Mini-OS Minimal UEFI stub |
| Firmware Support BIOS + UEFI UEFI Only |
| Filesystem Drivers ext4, btrfs, zfs FAT32 / ESP only |
| Config Complexity Complex (grub.cfg) Trivial drop-in .conf|
| Binary Size ~10 MB ~100 KB |
| Scripting Engine Full POSIX-like sh None |
+-------------------------------------------------------------+

GRUB 2 (Grand Unified Bootloader)

GRUB 2 is the most powerful and versatile bootloader in the Linux ecosystem.

Key Capabilities:

• Operates as a mini-operating system with its own memory management, terminal emulator,
graphics engine, and dynamic modules (.mod).

• Understands complex filesystems directly. GRUB can load a kernel located inside a software
RAID (mdadm), LVM volume group, encrypted LUKS container, or Btrfs subvolume.

• Supports both legacy BIOS (i386-pc) and 32/64-bit UEFI (x86_64-efi, i386-efi,
arm64-efi).

GRUB Configuration (grub.cfg)

# /boot/grub/grub.cfg
set timeout=5
set default=0
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menuentry "BYOL Linux (Rolling)" {
insmod gzio
insmod part_gpt
insmod ext2
search --no-floppy --fs-uuid --set=root a4b2-8c11-deadbeef
linux /boot/vmlinuz-byol root=UUID=a4b2-8c11-deadbeef rw quiet console=tty0
initrd /boot/initramfs-byol.img

}

systemd-boot (Formerly Gummiboot)

If your distribution targets modern UEFI systems exclusively, systemd-boot offers clean, minimalist
elegance: - It relies entirely on the UEFI firmware’s built-in FAT32 filesystem driver. - It contains
no filesystem drivers or scripting engines. It simply presents a menu of boot entries and invokes the
kernel using the UEFI EFISTUB protocol.

Boot Loader Specification (BLS)

systemd-boot complies with the standard Boot Loader Specification. Adding a new kernel requires
dropping a small .conf file into /boot/loader/entries/:

# /boot/loader/entries/byol-6.10.conf
title BYOL Linux
version 6.10.2
linux /vmlinuz-6.10.2
initrd /initramfs-6.10.2.img
options root=UUID=23b49e8a-1209 rw quiet

Other Notable Bootloaders

• Syslinux / Isolinux: Extremely popular for generating bootable live CDs and hybrid ISO
images due to its tiny footprint and robust El Torito emulation.

• Limine: A modern, high-performance, open-source bootloader supporting BIOS, UEFI, and
advanced protocols.

• U-Boot (Universal Boot Loader): The undisputed standard bootloader for embedded
ARM boards, Raspberry Pi, and RISC-V development platforms.
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Creating a Custom Initramfs

The initramfs (Initial RAM Filesystem) is a compressed CPIO archive containing a complete, tiny
userspace environment that the bootloader loads into physical RAM alongside the kernel image.

+-----------------------------------------------------------+
| Inside the initramfs Archive |
| |
| /init (Executable shell script or binary)|
| /bin/busybox (Single static binary: sh, mount) |
| /lib/modules/.../*.ko (Storage & filesystem drivers) |
| /dev/console, /dev/null |
| /newroot (Mount point for real root disk) |
+-----------------------------------------------------------+

Why an Initramfs is Necessary

In a simple development setup, the kernel could mount /dev/sda1 directly if its driver was compiled
statically (=y). But in real-world systems, mounting the root filesystem requires complex userspace
logic: - The disk might be an encrypted LUKS volume requiring a password prompt or TPM2
key unsealing. - The root might be an LVM logical volume or mdadm software RAID requiring
scanning and activation. - The root might be on an NFS share or iSCSI SAN requiring DHCP
lease acquisition. - Hardware device nodes are dynamic and require udev or mdev to settle.

The kernel delegates all this complexity to an early userspace script: /init.

Building a Minimal Initramfs by Hand

To truly understand how early boot works, we will construct a custom initramfs using BusyBox:

Step 1: Create the Directory Tree

$ mkdir -p initramfs-root/{bin,sbin,etc,proc,sys,dev,newroot}

Step 2: Install BusyBox

Copy a statically linked busybox binary and create symlinks:
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$ cp /bin/busybox initramfs-root/bin/
$ cd initramfs-root/bin
$ ln -s busybox sh
$ ln -s busybox mount
$ ln -s busybox umount
$ ln -s busybox switch_root
$ ln -s busybox sleep
$ cd ../..

Step 3: Write the /init Script

Create an executable script at initramfs-root/init:

#!/bin/sh
# /init — BYOL Early Userspace Boot Script
echo "========================================="
echo " Welcome to BYOL Linux (Early Boot) "
echo "========================================="

# 1. Mount virtual kernel filesystems
mount -t proc none /proc
mount -t sysfs none /sys
mount -t devtmpfs none /dev

# 2. Parse kernel command line for root= parameter
ROOT_DEV=""
for param in $(cat /proc/cmdline); do

case "$param" in
root=*) ROOT_DEV="${param#root=}" ;;

esac
done

echo "[initramfs] Mounting real root: $ROOT_DEV to /newroot..."
# Wait for storage devices to settle
sleep 1

# 3. Mount real root disk
mount -o ro "$ROOT_DEV" /newroot
if [ $? -ne 0 ]; then

echo "[initramfs] FATAL: Failed to mount root filesystem!"
echo "[initramfs] Dropping into rescue emergency shell..."
exec /bin/sh

fi

# 4. Clean up mounts before switch_root
umount /proc
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umount /sys
umount /dev

# 5. Pivot into permanent rootfs and invoke real PID 1
echo "[initramfs] Handing execution over to /sbin/init..."
exec switch_root /newroot /sbin/init

Ensure the script has executable permissions:

$ chmod +x initramfs-root/init

Step 4: Pack into a Compressed CPIO Archive

The kernel expects the archive in standard newc CPIO format:

$ cd initramfs-root
$ find . -print0 | cpio --null --create --format=newc | gzip -9 > ../initramfs.img

In under 2 megabytes, you have engineered a fully functional early boot environment!
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Troubleshooting: Boot Chain Failures

Diagnosing boot failures requires isolating which phase of the boot chain experienced the break-
down:

Firmware (UEFI) --> Bootloader (GRUB) --> Initramfs (/init) --> PID 1 (Init)
| | | |

[No bootable device] [GRUB rescue shell] [Kernel panic VFS] [Frozen screen]

Phase 1: Firmware / Bootloader Errors

“No bootable device found” or dropping into UEFI Shell

• Root Cause: The ESP partition does not exist, is formatted as NTFS/ext4 instead of FAT32,
or the file /EFI/BOOT/BOOTX64.EFI is missing.

• Diagnostic: In the UEFI shell, type fs0: followed by ls EFI\BOOT to confirm the presence
of the EFI binary.

grub rescue> error: unknown filesystem

• Root Cause: GRUB’s Stage 1 booted from the MBR/ESP, but it cannot read the par-
tition containing /boot/grub because the filesystem module (ext2.mod, btrfs.mod) is not
accessible.

• Remedy from Rescue Shell:

grub rescue> ls
(hd0) (hd0,gpt1) (hd0,gpt2)
grub rescue> ls (hd0,gpt2)/
grub rescue> set root=(hd0,gpt2)
grub rescue> set prefix=(hd0,gpt2)/boot/grub
grub rescue> insmod normal
grub rescue> normal

86



Phase 2: Initramfs & Switch Root Failures

Dropping into the Emergency Rescue Shell

If your /init script contains exec /bin/sh on error, you will see a rescue prompt:

[initramfs] FATAL: Failed to mount root filesystem!
/bin/sh: can't access tty; job control turned off
#

Diagnostic Steps: 1. Check available block devices: sh # cat /proc/partitions #
ls -l /dev/sd* /dev/nvme* /dev/vd* 2. Manually test mounting: sh # mount /dev/vda2
/newroot 3. If /dev/vda2 does not exist: the storage driver module was not loaded. Verify whether
modprobe virtio_blk or ahci succeeds.

switch_root: bad newroot /newroot

• Root Cause: switch_root has strict POSIX safety checks:

1. /newroot must be an active mount point (not just a plain directory).
2. The target binary (/newroot/sbin/init) must exist and have executable permissions.
3. The current root must be a tmpfs or ramfs (which initramfs is).

• Remedy: Ensure your init script successfully mounts the root filesystem before invoking
switch_root.

Debugging Flags for the Bootloader

When booting, press e in GRUB to edit the kernel command line: - Remove quiet and splash.
- Add rd.debug (for dracut) or debug. - Add init=/bin/sh to bypass all init systems and boot
directly into a root shell.
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A Brief History of Init Systems

When the Linux kernel completes initialization, it calls run_init_process("/sbin/init"). As
Process ID 1, this executable is the ancestor of every userspace process on the machine.

Over the past four decades, operating system initialization has evolved across four distinct eras.

Era 1: SysVinit (1980s-2000s)
- Sequential, shell-script driven, numbered runlevels (0-6)
- Fragile PID tracking, slow serial execution

|
v

Era 2: Event-Driven Prototypes (mid 2000s)
- Upstart (Ubuntu), Launchd (macOS)
- Asynchronous event bus, reactive daemon launching

|
v

Era 3: The systemd Revolution (2010-Present)
- Socket activation, cgroup process containment, declarative units
- Aggressive parallelization, integrated logging (journald)

|
v

Era 4: The Minimalist Counter-Movement
- OpenRC (dependency tree without binary bloat)
- s6 & runit (composable supervision trees, UNIX philosophy)

Era 1: Classic System V Init (SysVinit)

Originally developed for AT&T UNIX System V, sysvinit organized system states into numeric
runlevels: - 0: Halt - 1 / S: Single-user rescue mode - 3: Multi-user text mode with networking -
5: Multi-user graphical mode with X11 - 6: Reboot

Services were managed by numbered shell script symlinks in /etc/rc<runlevel>.d/ pointing to
/etc/init.d/:

/etc/rc3.d/S10network -> /etc/init.d/network
/etc/rc3.d/S20ssh -> /etc/init.d/ssh
/etc/rc3.d/S30cron -> /etc/init.d/cron

SysVinit executed these scripts sequentially in alphabetical order. Because each shell script had to
fork multiple subshells (grep, sed, awk, cat), boot times were slow. Tracking processes required
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brittle /var/run/*.pid files; if a daemon double-forked and crashed, the init system had no way
of knowing whether the process was alive.

The Push for Concurrency and Containment

Modern machines feature dozens of CPU cores and hot-pluggable USB and NVMe devices. An
init system cannot assume hardware is static at power-on. Modern systems require: 1. Parallel
Activation: Booting services concurrently across available CPU cores. 2. Reliable Process
Containment: Using Linux cgroups to track every child process spawned by a service, preventing
orphaned daemons. 3. Socket and Bus Activation: Delaying daemon startup until a connection
arrives on a UNIX socket or D-Bus endpoint.
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Deep Dive: systemd Targets, Units, and
Dependencies

Created by Lennart Poettering and Kay Sievers, systemd is the dominant init system and system
configuration suite across enterprise Linux distributions.

+-----------------------------------------------------------+
| systemd Architecture |
| |
| [ Unit Files: .service, .socket, .target, .mount, .timer]|
| | |
| v |
| [ Dependency Graph Engine (After=, Requires=, Wants=) ] |
| | |
| v |
| [ cgroups v2 Process Isolation (/sys/fs/cgroup/system.slice)]
| | |
| v |
| [ Integrated Ecosystem: journald, logind, networkd, udev]|
+-----------------------------------------------------------+

Units: Declarative State Configurations

Unlike SysVinit scripts, systemd uses declarative INI-style unit files placed in /usr/lib/systemd/system/
(vendor defaults) and /etc/systemd/system/ (admin overrides):

# /etc/systemd/system/sshd.service
[Unit]
Description=OpenSSH Server Daemon
Documentation=man:sshd(8)
After=network.target auditd.service
ConditionPathExists=!/etc/ssh/sshd_not_to_be_run

[Service]
Type=notify
ExecStart=/usr/sbin/sshd -D $SSHD_OPTS
ExecReload=/bin/kill -HUP $MAINPID
KillMode=process
Restart=on-failure
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RestartSec=42s

[Install]
WantedBy=multi-user.target

Understanding Dependency Directives

• Requires=: Hard dependency. If unit B is listed in unit A’s Requires=, starting A will start
B. If B fails to activate, A will not start.

• Wants=: Soft dependency. systemd attempts to start B when A starts, but failure of B does
not prevent A from running.

• After= / Before=: Ordering only, not dependency. Declares the sequence of activation
without implying whether the unit must be started.

• BindsTo=: Strongest dependency. If unit B stops or crashes, unit A is immediately shut down.

Targets: Replacing Runlevels

systemd replaces numeric runlevels with targets (.target units), which group sets of services: -
emergency.target: Minimal single-process shell with root mounted read-only. - rescue.target:
Single-user mode with essential filesystems mounted. - multi-user.target: Standard text-mode
multi-user system (corresponds to SysV runlevel 3). - graphical.target: Multi-user system with
display manager and GUI (corresponds to SysV runlevel 5).

Socket Activation

In socket activation, systemd creates and listens on a network port or UNIX socket (.socket unit)
before the application starts. When the first client connects, systemd passes the open file descriptor
to the newly spawned daemon (.service unit). This eliminates ordering dependencies: clients can
connect to dbus or sshd while they are still loading into memory without experiencing dropped
connections.
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OpenRC: Dependency-Based Service
Management

Developed originally by the Gentoo Linux project and adopted by Alpine Linux, OpenRC is a
dependency-based service manager that works seamlessly alongside classic init systems (such as
sysvinit or BusyBox init).

+-----------------------------------------------------------+
| OpenRC Architecture |
| |
| PID 1: sysvinit or BusyBox init |
| | |
| v (invokes /sbin/openrc) |
| OpenRC Core: Computes Directed Acyclic Graph (DAG) |
| | |
| +---> Resolves `need`, `use`, `after`, `provide` |
| +---> Executes scripts in parallel or sequence |
| +---> Supervises daemons via start-stop-daemon |
| |
| Runlevels: sysinit -> boot -> default -> shutdown |
+-----------------------------------------------------------+

Why OpenRC Appeals to Distro Builders

1. Lightweight & Portable: OpenRC is written in clean C99 and standard POSIX shell. It
does not require glibc, compiling cleanly on musl-libc and BSD systems.

2. Transparent Shell Scripts: Unlike systemd’s monolithic binary code, OpenRC services are
standard shell scripts located in /etc/init.d/, making debugging and introspection straight-
forward.

3. Named Runlevels: Instead of arbitrary numbers, OpenRC uses human-readable runlevels:
sysinit, boot, default, nonetwork, and custom user runlevels.

Writing an OpenRC Service Script

OpenRC scripts define dependencies declaratively inside a depend() function:

#!/sbin/openrc-run
# /etc/init.d/sshd
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description="OpenSSH Secure Shell Server"
command="/usr/sbin/sshd"
command_args="-D"
pidfile="/run/sshd.pid"

depend() {
need net
use logger dns
after firewall

}

Dependency Semantics:

• need: Mandatory dependency. The service will refuse to start if the required dependency is
not available.

• use: Optional dependency. If present in the runlevel, it will start first; if absent, it is ignored.
• provide: Declares a virtual service capability. For example, both dhcpcd and static-ip

provide net. Services requiring network connectivity simply state need net.

Managing Services and Runlevels

# Add sshd to start automatically at boot:
# rc-update add sshd default

# Remove a service from startup:
# rc-update del apache2 default

# Start, stop, or query status:
# rc-service sshd start
# rc-service sshd status

# List all services and their assigned runlevels:
# rc-status
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s6 and runit: The Minimalist Approach

In the lineage of Daniel J. Bernstein’s daemontools, runit and s6 represent the pinnacle of process
supervision based strictly on the UNIX philosophy: write small programs that do one thing well,
and compose them together.

+-----------------------------------------------------------+
| The Process Supervision Hierarchy |
| |
| PID 1 (s6-svscan or runit) |
| | |
| +---> supervisor (s6-supervise) -> daemon A |
| +---> supervisor (s6-supervise) -> daemon B |
| +---> logger (s6-log) <- stdout/err |
+-----------------------------------------------------------+

The Supervision Tree Model

In traditional init systems, daemons fork into the background and detach from their parent. If the
daemon crashes, the init system does not know about it.

In supervision systems: - Daemons are forbidden to fork or background themselves (-D or
foreground mode). - A dedicated lightweight supervisor process (s6-supervise or runsv) runs
as the direct parent of the daemon. - The supervisor monitors the daemon via waitpid(). If
the daemon crashes, the supervisor restarts it instantly in milliseconds. - Standard output and
error streams are piped directly into a dedicated logging daemon (s6-log or svlogd) running with
unprivileged credentials, preventing disk exhaustion via automatic rotation.

runit: Pure Simplicity (Void Linux)

runit operates via a three-stage directory lifecycle: - Stage 1 (/etc/runit/1): One-time system
initialization (mounts, hostname, clock). - Stage 2 (/etc/runit/2): Launches the service directory
(/var/service). - Stage 3 (/etc/runit/3): Clean system shutdown, unmounting storage and
halting.

A service is simply a directory containing an executable run script:

#!/bin/sh
# /etc/sv/sshd/run
exec /usr/sbin/sshd -D
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Enabling a service is accomplished by creating a symbolic link:

# ln -s /etc/sv/sshd /var/service/

The runsvdir daemon notices the new symlink within 5 seconds and launches the supervisor auto-
matically.

s6: High-Assurance Supervision

Developed by Laurent Bercot (Skaaware), s6 is an industrial-strength supervision suite designed to
eliminate race conditions completely: - Provides transactional notifications using FIFOs and readi-
ness events (s6-notifyoncheck). - Fully supports cgroup management and notification protocols
without requiring a monolithic binary. - Exceptionally tiny footprint: entire supervision stack fits
in under 200 KB of RAM.
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BusyBox Init for Bare-Minimum Systems

If your distribution targets micro-appliances, recovery shells, or embedded systems with strict stor-
age limitations (e.g., less than 16 MB of total storage), BusyBox Init provides a complete PID 1
solution compiled directly into the BusyBox binary.

+-----------------------------------------------------------+
| BusyBox Init Flow |
| |
| PID 1 (/sbin/init -> busybox) |
| | |
| +---> Reads configuration: /etc/inittab |
| +---> Runs `sysinit` actions (mount -a) |
| +---> Runs `respawn` actions (getty on tty1) |
| +---> Handles signals: SIGUSR1 (halt), SIGTERM |
+-----------------------------------------------------------+

The /etc/inittab Configuration

BusyBox init does not use traditional SysV runlevels (0-6). Instead, it reads /etc/inittab where
each line follows the format:

<id>::<action>:<process>

• <id>: The controlling tty device (e.g., tty1, ttyS0), or empty for non-interactive processes.
• <action>:

– sysinit: Executed first during system startup before anything else.
– wait: Executed and waited on before continuing.
– once: Started once in the background without waiting.
– respawn: Restarted immediately if it ever terminates (ideal for shells and login prompts).
– shutdown: Executed when the system is halted or rebooted.
– ctrlaltdel: Executed when the user presses Ctrl+Alt+Del on the keyboard.
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A Production Bare-Minimum /etc/inittab

# /etc/inittab — Minimal BYOL Appliance Init
# 1. System initialization script
::sysinit:/etc/init.d/rcS

# 2. Virtual console login shells (automatically restarted if logged out)
tty1::respawn:/sbin/getty 38400 tty1
tty2::respawn:/sbin/getty 38400 tty2

# 3. Serial console (for headless QEMU or cloud instances)
ttyS0::respawn:/sbin/getty -L ttyS0 115200 vt100

# 4. Keyboard reboot hook
::ctrlaltdel:/sbin/reboot

# 5. Shutdown script (unmounting disks cleanly)
::shutdown:/etc/init.d/rcK

The Companion Initialization Script (/etc/init.d/rcS)

#!/bin/sh
# /etc/init.d/rcS — Early boot mounts and setup
echo "[rcS] Initializing system pseudo-filesystems..."
mount -t proc none /proc
mount -t sysfs none /sys
mount -t devtmpfs none /dev

# Populate device nodes
echo "[rcS] Starting mdev..."
echo /sbin/mdev > /proc/sys/kernel/hotplug
mdev -s

# Set hostname and bring up loopback network
hostname -F /etc/hostname
ifconfig lo 127.0.0.1 up

With this configuration, your operating system boots in less than 200 milliseconds and consumes
less than 4 megabytes of total RAM!
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Case Study: Alpine’s OpenRC vs. Debian’s
systemd

The choice of init system represents a major fork in distribution philosophy. Comparing Debian’s
adoption of systemd with Alpine’s retention of OpenRC illustrates the trade-offs of modern systems
design.

Architectural Dimension Debian (systemd) Alpine (OpenRC)
Philosophy Integrated unified system

platform
Composable POSIX shell tools

Lines of Code > 1.2 Million lines of C ~ 50,000 lines of C + Shell
Process Tracking cgroups v2 (system.slice) Shell PID files &

start-stop-daemon
Logging Mechanism Binary structured journald Plaintext files (syslog /

dmesg)
Socket Activation Built-in via .socket units Requires external superservers

(inetd)
System Footprint ~35 MB resident RAM < 3 MB resident RAM
Desktop Integration Seamless (logind, D-Bus,

GNOME)
Requires shims (elogind,
seatd)

Debian: The Integrated Platform

Debian adopted systemd because modern desktop environments and enterprise infrastructure re-
quire tight coupling: - systemd-logind: Automatically manages seat assignment, virtual con-
sole switching, and device node ACL permissions (e.g., granting non-root users access to GPU
DRM nodes and audio servers when they log into a graphical seat). - Structured Journal-
ing: Logs capture kernel metadata, boot timestamps, process UIDs, and cgroup identifiers, pre-
venting unprivileged log injection. - Declarative Isolation: Setting ProtectSystem=strict,
NoNewPrivileges=true, and PrivateTmp=yes directly in a service file sandboxes daemons with-
out writing custom AppArmor or SELinux profiles.

Alpine: The Lean Container & Appliance Champion

Alpine retained OpenRC because its primary target is lightweight virtual appliances, container hosts,
and routers: - Containers running on Docker or Kubernetes do not need an init system that manages
hardware power-off states, backlight brightness, or Bluetooth adapters. - In container environments,
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systemd’s requirement to run with full cgroup permissions and host D-Bus sockets creates signif-
icant container breakout surface. - OpenRC scripts are completely transparent: an engineer can
inspect /etc/init.d/chrony and understand every step of daemon execution using standard shell
knowledge.

Decision Matrix for BYOL Builders

• If your custom distribution features GNOME, KDE Plasma, complex container run-
times, or enterprise services: integrate systemd.

• If your distribution is a minimal server, musl-based container base, network router,
or i3/sway desktop: integrate OpenRC or runit.
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Troubleshooting: Init System Failures

When Process ID 1 fails during boot, the operating system halts or hangs indefinitely. Because
userspace logging daemons have not started yet, troubleshooting init failures requires specific diag-
nostic techniques.

Diagnostic 1: The Direct Shell Bypass (init=/bin/sh)

If PID 1 crashes, refuses to start, or locks you out with an unconfigured root password, reboot the
machine and append the following parameter to the kernel command line in your bootloader:

init=/bin/sh

This bypasses systemd, OpenRC, and /sbin/init entirely. The Linux kernel mounts the root filesys-
tem (often read-only) and immediately spawns a root /bin/sh shell.

Once in the shell:

# Remount the root filesystem read-write:
# mount -o remount,rw /

# Verify executable permissions and dynamic linking on the real init:
# ldd /sbin/init
# /sbin/init --version

Diagnostic 2: Diagnosing systemd Boot Freezes

If systemd hangs during boot: 1. Enable Systemd Debug Logging: Add to the kernel command
line: text systemd.log_level=debug systemd.log_target=kmsg systemd.debug_shell=1 -
systemd.debug_shell=1: Spawns a root shell on tty9 (Ctrl+Alt+F9) automatically, allowing you
to log in even if the graphical login manager freezes. 2. Inspect Slow Units: Once booted,
analyze boot bottlenecks using: “‘bash $ systemd-analyze Startup finished in 1.203s (kernel) +
2.140s (userspace) = 3.343s

$ systemd-analyze blame | head -n 10 3. **Generate a Dependency Chart:** Visualize
cyclic dependencies or long activation paths:bash $ systemd-analyze plot > boot-
timeline.svg “‘
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Diagnostic 3: OpenRC Dependency Loops

In OpenRC, if two services depend on each other (e.g., service A needs B, and service B needs A),
OpenRC will detect a cyclic dependency in its Directed Acyclic Graph (DAG) and abort:

* rc: Service 'sshd' has a dependency loop with 'network'

Remedy: 1. Boot into single-user mode: add single or init=/bin/sh to kernel parameters. 2.
Check the dependency trees of both services in /etc/init.d/. 3. Change one of the hard need
statements to a soft use or after directive.
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Packaging Formats Compared: .deb, .rpm,
.pkg.tar.zst, .apk

The package format is the fundamental currency of a distribution. Stripped of branding, a package
is simply an archive containing: 1. The compiled files to be installed into the filesystem (/usr/bin,
/usr/lib, /etc). 2. Declarative metadata (package name, version, architecture, license, dependen-
cies). 3. Optional maintainer hook scripts (pre-install, post-install, pre-removal, post-removal).

+-------------------------------------------------------------+
| Package Anatomy Comparison |
| |
| Debian (.deb): Standard Unix `ar` archive |
| ��� debian-binary (format version 2.0) |
| ��� control.tar.xz (metadata + hooks) |
| ��� data.tar.xz (payload filesystem) |
| |
| Red Hat (.rpm): Custom binary lead + header + cpio payload
| ��� Lead & Signature block (GPG) |
| ��� RPM Header (metadata tags) |
| ��� CPIO archive (payload compressed) |
| |
| Arch (.pkg.tar.zst): Standard tarball compressed with Zstandard
| ��� .PKGINFO (plaintext metadata) |
| ��� .INSTALL (optional shell hooks) |
| ��� .MTREE (file checksums & perms) |
| ��� usr/... (payload directly at root) |
| |
| Alpine (.apk): Gzip/Zstd tarball with custom tar headers
| ��� .PKGINFO |
| ��� .INSTALL |
| ��� data files with SHA1 checksums |
+-------------------------------------------------------------+

Deconstructing Debian’s .deb Format

Debian .deb packages use the standard UNIX ar archive utility, ensuring they can be inspected on
any UNIX system without special tools:
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# Extracting a .deb package manually using standard binutils:
$ ar -x curl_7.88.1-10_amd64.deb
$ ls -l
-rw-r--r-- 1 user user 4 debian-binary
-rw-r--r-- 1 user user 2144 control.tar.xz
-rw-r--r-- 1 user user 289412 data.tar.xz

# Inspecting the control metadata:
$ tar -xf control.tar.xz
$ cat control
Package: curl
Version: 7.88.1-10
Architecture: amd64
Maintainer: Debian curl team
Depends: libc6 (>= 2.34), libcurl4 (= 7.88.1-10), zlib1g (>= 1:1.1.4)
Description: command line tool for transferring data with URL syntax

Deconstructing Arch Linux’s .pkg.tar.zst

Arch Linux packages prioritize raw speed and simplicity. Instead of nesting archives, an Arch pack-
age is a single tar archive compressed using Facebook’s high-speed Zstandard (zstd) algorithm:

# Decompressing and inspecting an Arch package:
$ tar --zstd -tf ripgrep-14.1.0-1-x86_64.pkg.tar.zst
.PKGINFO
.BUILDINFO
.MTREE
usr/
usr/bin/
usr/bin/rg
usr/share/man/man1/rg.1.gz

Because .pkg.tar.zst contains the actual filesystem tree directly at the root of the archive, package
installation is as fast as unpacking a tarball directly into /!

Deconstructing Alpine’s .apk Format

Alpine’s apk packages are designed for high-density, low-latency container environments: - Compact
headers and SHA1/SHA256 control hashes embedded directly in extended tar header fields. -
Extremely rapid decompression with minimal CPU overhead. - No heavy Python or Perl runtime
dependencies for package management: apk-tools is written in pure, static C.
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Repository Structure and Metadata

A package manager cannot download thousands of individual packages just to discover what soft-
ware exists or resolve dependencies. Instead, it queries a centralized index file called repository
metadata.

+-----------------------------------------------------------+
| HTTP / HTTPS Web Server (Nginx) |
| |
| /repo/x86_64/ |
| ��� repodata.json (or Packages.gz / core.db.tar.gz) |
| ��� repodata.json.sig (GPG / minisign detached signature)|
| ��� curl-8.5.0-1-x86_64.pkg |
| ��� openssl-3.2.1-1-x86_64.pkg |
| ��� zlib-1.3.1-1-x86_64.pkg |
+-----------------------------------------------------------+

|
HTTPS GET repodata.json

|
v

+-----------------------------------------------------------+
| Client Package Manager |
| |
| 1. Verifies GPG signature against trusted distribution key|
| 2. Parses local cache of repository metadata |
| 3. Computes dependency graph & presents transaction plan |
| 4. Downloads only required package binaries |
+-----------------------------------------------------------+

Repository Metadata Schemas

1. Debian (Packages.gz and Release)

In a Debian repository, the Packages file contains the concatenated control stanzas of every
package in the pool, along with SHA256 checksums, package file sizes, and filesystem paths. The
Release file contains the cryptographic hashes of the Packages files and is signed with the distri-
bution maintainer’s private GPG key (Release.gpg or in-line InRelease).
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2. Arch Linux (core.db.tar.gz)

In Arch repositories, core.db.tar.gz is a tarball containing one directory per package. Inside each
directory are two files: desc (package description, version, size, dependencies) and depends (exact
dependency version requirements). When pacman -Sy runs, it simply downloads this small archive
and uncompresses it into /var/lib/pacman/sync/core/.

3. Modern JSON Metadata (Custom Distro Approach)

For our custom BYOL distribution, we can design a clean, modern metadata format using standard
JSON:

{
"repository": "byol-core",
"version": 1,
"updated_at": "2026-10-29T12:00:00Z",
"packages": {
"curl": {
"version": "8.5.0",
"release": 1,
"arch": "x86_64",
"filename": "curl-8.5.0-1-x86_64.byol",
"sha256": "e3b0c44298fc1c149afbf4c8996fb92427ae41e4649b934ca495991b7852b855",
"size": 492100,
"depends": ["glibc>=2.38", "openssl>=3.0.0", "zlib>=1.3.0"]

},
"openssl": {
"version": "3.2.1",
"release": 1,
"arch": "x86_64",
"filename": "openssl-3.2.1-1-x86_64.byol",
"sha256": "4a5e1e...39f1",
"size": 3410290,
"depends": ["glibc>=2.38"]

}
}

}

Cryptographic Signing of Metadata

Never distribute packages over plain HTTP without cryptographic authentication. If an attacker
performs a Man-In-The-Middle (MITM) attack or compromises a mirror server, they could tamper
with package payloads.

Signing workflow:
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# Generate detached cryptographic signature using minisign or gpg:
$ minisign -Sm repodata.json -s /etc/byol/keys/distro.key

# Client verifies signature before trusting metadata:
$ minisign -Vm repodata.json -p /etc/byol/keys/distro.pub
Signature and comment signature verified
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Dependency Resolution Algorithms

At first glance, resolving software dependencies sounds like a simple graph traversal problem: if
package 𝐴 needs package 𝐵, install 𝐵; if 𝐵 needs 𝐶, install 𝐶.

However, in realistic operating systems, dependency resolution is formally an NP-complete prob-
lem equivalent to the Boolean Satisfiability Problem (SAT):

The Dependency Maze
+-------+
| App A |
+---+---+

|
+---------------+---------------+
v v

+-----------+ +-----------+
| Lib X 2.0 | | Lib Y 1.4 |
+-----+-----+ +-----+-----+

| |
+---------------+---------------+

|
v

CONFLICT: Which Lib Z to install?
Lib X requires: Lib Z >= 3.0
Lib Y requires: Lib Z < 2.5

Why Dependency Resolution is Hard

1. Version Range Constraints: Packages declare dependencies with inequality constraints
(>= 1.2, < 2.0, != 1.5.1).

2. Package Conflicts (Conflicts / Breaks): Two packages cannot coexist simultaneously
(e.g., mariadb and mysql, or busybox-coreutils and gnu-coreutils).

3. Virtual Provides (Provides): A package might depend on an abstract capability rather
than a concrete package (e.g., depending on virtual-mta which can be satisfied by postfix,
exim4, or sendmail).

4. Co-Installability: Multiple versions of a shared library (e.g., libssl.so.1.1 and
libssl.so.3) might be installable simultaneously if packaged under distinct names, but
their binaries (/usr/bin/openssl) cannot overwrite each other.
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Algorithmic Approaches

1. Depth-First Search (DFS) / Greedy Resolution

Used in early package managers and simple scripts. It recursively walks the dependency tree. If it
encounters a conflict, it either halts with an error or attempts simple backtracking. - Limitation:
Fails on complex graph topologies and cannot optimize for global criteria (such as minimizing total
download size or preferring already installed versions).

2. Modern SAT Solvers (libsolv)

Modern package managers—such as Fedora’s dnf (via SUSE’s libsolv), openSUSE’s zypper, and
Debian’s apt (via external solvers)—translate the entire repository and installed database into a
Boolean formula in Conjunctive Normal Form (CNF):

• Every package version is a boolean variable: 𝑃𝑣 ∈ {True, False}.
• A dependency rule: “Installing 𝐴 requires 𝐵 ∨ 𝐶” becomes the logical clause: (¬𝐴 ∨ 𝐵 ∨ 𝐶).
• A conflict rule: “A conflicts with 𝐷” becomes: (¬𝐴 ∨ ¬𝐷).
• The user’s request: “Install 𝐴” adds the clause: (𝐴).

The solver then runs an optimized DPLL (Davis-Putnam-Logemann-Loveland) or CDCL (Conflict-
Driven Clause Learning) algorithm to find a satisfying assignment for the entire formula. If no
valid assignment exists, the solver backtracks and generates an exact, human-readable explanation
of why the conflict cannot be resolved.

120



Creating a Custom Repository

121



Creating a Custom Repository

In this chapter, we create a functional, standalone repository for our custom distribution. We
will construct a packaging tool called byol-pkg that packages directories into compressed archives,
generates indexed repository metadata, and serves them over HTTP.

+-----------------------------------------------------------+
| The byol-pkg Repository Structure |
| |
| /srv/repo/ |
| ��� x86_64/ |
| � ��� index.json # Main repository catalog |
| � ��� index.json.minisig # Cryptographic signature |
| � ��� bash-5.2.21-1.tar.zst |
| � ��� coreutils-9.4-1.tar.zst |
| ��� repo.conf # Client repository pointer |
+-----------------------------------------------------------+

Step 1: Defining the Package Manifest

Every package built in our distribution will include a PACKAGE.toml manifest:

# PACKAGE.toml
[package]
name = "bash"
version = "5.2.21"
release = 1
architecture = "x86_64"
summary = "The GNU Bourne Again SHell"
license = "GPL-3.0-or-later"

[dependencies]
runtime = ["glibc>=2.38", "ncurses>=6.4"]

[files]
prefix = "/usr"
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Step 2: Packaging Script (byol-pack)

Here is a clean POSIX shell script that packages a target directory tree into a signed BYOL
archive:

#!/bin/sh
# byol-pack: Assembles a package payload into a compressed archive
set -eu

PKG_DIR="$1" # Directory containing staged binary files
MANIFEST="$2" # Path to PACKAGE.toml
OUTPUT_DIR="$3" # Destination directory

PKG_NAME=$(grep '^name =' "$MANIFEST" | cut -d '"' -f 2)
PKG_VER=$(grep '^version =' "$MANIFEST" | cut -d '"' -f 2)
PKG_REL=$(grep '^release =' "$MANIFEST" | awk '{print $3}')
PKG_ARCH=$(grep '^architecture =' "$MANIFEST" | cut -d '"' -f 2)

ARCHIVE_NAME="${PKG_NAME}-${PKG_VER}-${PKG_REL}-${PKG_ARCH}.byol.tar.zst"

echo "[byol-pack] Creating package: $ARCHIVE_NAME"
cp "$MANIFEST" "$PKG_DIR/.PACKAGE"

# Create reproducible tar archive compressed with zstd
tar --sort=name --owner=root:0 --group=root:0 \

-C "$PKG_DIR" -cf - . | zstd -19 -o "$OUTPUT_DIR/$ARCHIVE_NAME"

echo "[byol-pack] Package generated at $OUTPUT_DIR/$ARCHIVE_NAME"

Step 3: Indexing the Repository (byol-index)

A repository indexing script parses all .byol.tar.zst packages in the directory, extracts their
.PACKAGE manifest, computes SHA256 checksums, and outputs index.json:

#!/bin/sh
# byol-index: Generates repository metadata catalog
set -eu

REPO_DIR="$1"
cd "$REPO_DIR"

echo "{\"packages\": {" > index.json.tmp
FIRST=1

for pkg in *.byol.tar.zst; do
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[ -f "$pkg" ] || continue
[ "$FIRST" -eq 0 ] && echo "," >> index.json.tmp
FIRST=0

# Extract manifest without decompressing entire package
MANIFEST=$(tar --zstd -xf "$pkg" .PACKAGE -O)
NAME=$(echo "$MANIFEST" | grep '^name =' | cut -d '"' -f 2)
VER=$(echo "$MANIFEST" | grep '^version =' | cut -d '"' -f 2)
SHA256=$(sha256sum "$pkg" | awk '{print $1}')
SIZE=$(stat -c%s "$pkg")

cat <<JSON >> index.json.tmp
"$NAME": {
"name": "$NAME",
"version": "$VER",
"filename": "$pkg",
"sha256": "$SHA256",
"size": $SIZE

}
JSON

rm -f .PACKAGE
done

echo "}}" >> index.json.tmp
mv index.json.tmp index.json
echo "[byol-index] Repository metadata catalog generated at $REPO_DIR/index.json"

Step 4: Serving Over HTTP

To test your custom repository locally:

$ python3 -m http.server 8080 --directory /srv/repo/x86_64

Your package manager can now fetch and verify packages via http://localhost:8080/index.json.
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Case Study: How Debian’s Solver Works

Debian’s package ecosystem is one of the largest in the world, maintaining over 60,000 binary
packages across more than 10 CPU architectures. Managing dependencies across this colossal
universe requires deep mathematical algorithms.

+-----------------------------------------------------------+
| Debian's Dual-Solver Engine |
| |
| User Request: `apt-get install nginx` |
| | |
| +---> Internal Solver (libapt-pkg) |
| | - Fast heuristic graph traversal |
| | - Resolves 98% of everyday operations |
| | |
| +---> External EDSP Solvers (aspcud / dose3) |
| - Invoked on complex dist-upgrades |
| - Translates universe to MaxSAT problem |
| - Optimizes criteria: minimize removals |
+-----------------------------------------------------------+

The Internal libapt-pkg Heuristic Solver

For everyday installations, apt employs an internal heuristic solver based on depth-first search with
backtracking. - It calculates an urgency score for packages based on whether they are marked as
essential, whether they satisfy a direct user request, or whether they resolve an immediate breakage.
- While fast, the internal heuristic solver is not complete: in rare scenarios with conflicting multi-
version upgrades, it can make suboptimal choices or propose removing packages unnecessarily.

The External Solver Protocol (EDSP)

To solve complex distribution-wide upgrades (e.g., upgrading from Debian 11 Bullseye to De-
bian 12 Bookworm), Debian architects developed the External Dependency Solver Protocol
(EDSP).

When invoked with --solver, apt dumps the entire state of the package universe (installed packages,
available candidates, version constraints, preferences) into a standardized plaintext stream and pipes
it to an external solver:
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# Excerpt from EDSP dump:
Request: EDSP 0.5
Architecture: amd64
Install: nginx
Strict-Pinning: yes

Package: nginx
Version: 1.22.1-9
Architecture: amd64
Depends: nginx-core (>= 1.22.1-9) | nginx-full (>= 1.22.1-9)

SAT and MaxSAT: Optimizing Upgrade Criteria

External solvers like aspcud (Answer Set Programming) convert the EDSP problem into a MaxSAT
(Maximum Satisfiability) optimization problem.

Instead of merely finding any valid installation state, MaxSAT optimizes a multi-objective cost
function: 1. Rule 1 (Strict): No conflicting packages may be installed simultaneously. 2. Rule
2 (Strict): Every dependency of an installed package must be satisfied. 3. Objective 1 (Min-
imize): Minimize the number of removed packages. 4. Objective 2 (Maximize): Maximize
the number of upgraded packages. 5. Objective 3 (Minimize): Minimize the total download
footprint.

The solver runs a mathematical branch-and-bound optimization, guaranteeing the most elegant,
non-destructive upgrade path possible.
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Troubleshooting: Repository and Package
Manager Issues

When building a distribution, package managers are prone to database corruption, conflicting library
versions, and hash mismatches.

Common Package Manager Failure Modes

1. Hash Sum Mismatches / Corrupted Metadata

Symptom:

E: Failed to fetch http://repo.byol.org/x86_64/curl-8.5.0.byol
Hash Sum mismatch: Expected e3b0c442... but got a89f2100...

Cause: - The repository maintainer updated the binary package without re-running byol-index
to regenerate index.json. - A proxy server or CDN cached an outdated version of index.json
while serving a newly uploaded package payload. Remedy: - Always regenerate and sign metadata
atomically after adding or modifying packages. - Ensure your HTTP server sets Cache-Control:
no-cache, no-store, must-revalidate on repository metadata files (index.json), while allow-
ing long cache TTLs on immutable binary package files (*.byol.tar.zst).

2. Dependency Deadlocks (Circular Conflicts)

Symptom:

Error: Transaction test error:
package A-1.0 conflicts with B-1.0
package B-1.0 requires A-1.0

Cause: Package 𝐴 was compiled with an optional feature enabling 𝐵, while 𝐵 contains files that
overlap with 𝐴. Remedy: - Inspect package file listings using tar --zstd -tf <package> to
identify overlapping files. - Introduce virtual subpackages (e.g., splitting libfoo runtime libraries
from foo-bin command-line executables).
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3. Missing Post-Install Scriptlet Execution

Symptom: A newly installed library (libcrypto.so.3) is present in /usr/lib, but newly launched
applications cannot find it:

error while loading shared libraries: libcrypto.so.3: cannot open shared object file

Cause: The dynamic linker maintains an indexed binary cache in /etc/ld.so.cache. After in-
stalling shared libraries, /sbin/ldconfig must be executed to refresh the cache. Remedy: Pack-
age manager post-install hooks must automatically trigger triggers/hooks for: - ldconfig: Shared
library cache. - update-desktop-database: Desktop menu entries. - gtk-update-icon-cache:
GUI icon themes. - update-ca-certificates: SSL/TLS trust stores.
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Specifying Sources, Dependencies, and Patches

A package build pipeline is a repeatable system that takes pristine upstream source code, applies
distribution-specific patches, invokes a build system, and stages compiled artifacts into a package.

+-----------------------------------------------------------+
| The Recipe-Driven Build Flow |
| |
| 1. Upstream Tarball (e.g., curl-8.5.0.tar.xz) |
| - Verified against upstream SHA256 checksum |
| | |
| v |
| 2. Distro Patches (0001-fix-musl-compat.patch) |
| - Applied via `patch -p1` in clean build workspace |
| | |
| v |
| 3. Build & Compile Phase |
| - ./configure / meson setup / cmake |
| - make / ninja |
| | |
| v |
| 4. Staging Phase (DESTDIR installation) |
| - make DESTDIR=/tmp/pkg-stage install |
| | |
| v |
| 5. Packaging & Strip Phase |
| - strip debug symbols -> package payload (.byol) |
+-----------------------------------------------------------+

The Build Recipe Specification

Every modern distribution defines recipes declaratively: - Arch Linux uses PKGBUILD. - Alpine
Linux uses APKBUILD. - Fedora uses .spec files (RPM spec). - Debian uses debian/rules and
debian/control.

For our BYOL distribution, we design a clean BYOLBUILD recipe:

# BYOLBUILD — Package build recipe for curl
pkgname="curl"
pkgver="8.5.0"
pkgrel=1
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pkgdesc="Command-line tool and library for transferring data with URLs"
arch=("x86_64")
license=("curl")
source=(

"https://curl.se/download/curl-${pkgver}.tar.xz"
"0001-fix-default-ca-bundle-path.patch"

)
sha256sums=(

"42ab8db9e20d8290a3b6388cbab0ec88337260f2e787fb6302371481aaab890b"
"a81b289cf1839210984029148092840912809481029481029481029481029481"

)
depends=("glibc" "openssl" "zlib")
makedepends=("perl" "pkg-config")

prepare() {
cd "${pkgname}-${pkgver}"
echo "[prepare] Applying distribution patches..."
patch -Np1 -i "../0001-fix-default-ca-bundle-path.patch"

}

build() {
cd "${pkgname}-${pkgver}"
./configure \

--prefix=/usr \
--with-openssl \
--with-zlib \
--disable-static \
--enable-threaded-resolver \
--with-ca-bundle=/etc/ssl/certs/ca-certificates.crt

make -j$(nproc)
}

package() {
cd "${pkgname}-${pkgver}"
make DESTDIR="${pkgdir}" install
install -Dm644 COPYING "${pkgdir}/usr/share/licenses/${pkgname}/LICENSE"

}

The Role of Patches

Why do distributions maintain patches? 1. Filesystem Conformance: Upstream defaults may
install files into /usr/local or /opt; distribution patches align paths with the FHS (/usr, /etc,
/var). 2. Compatibility Shims: Fixing non-standard C constructs when compiling against
musl-libc or newer GCC versions. 3. Security Hotfixes: Backporting critical CVE fixes to older
stable release branches without introducing breaking API changes from major upstream releases.
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Build Systems: autotools, meson, cmake,
meson+ninja

As a distribution maintainer, you will encounter diverse upstream build systems. Knowing how to
configure, steer, and stage each build system is essential.

+-------------------------------------------------------------+
| Modern Build Systems Landscape |
| |
| System Configuration Command Compilation Engine|
| ----------------------------------------------------------- |
| Autotools ./configure --prefix=/usr GNU Make |
| CMake cmake -B build -G Ninja ... Ninja / Make |
| Meson meson setup build ... Ninja |
| Cargo (Rust) cargo build --release rustc / LLVM |
+-------------------------------------------------------------+

1. GNU Autotools (autoconf, automake, libtool)

Autotools is the classic build system of the GNU project. It is characterized by the ubiquitous
./configure && make && make install workflow.

Standard Distro Invocation:

./configure \
--prefix=/usr \
--sysconfdir=/etc \
--localstatedir=/var \
--disable-static \
--enable-shared \
--build=$CHOST \
--host=$CHOST

make -j$(nproc)
make DESTDIR=$PKGDIR install
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Key Caveat: The DESTDIR Variable

When testing or staging software, never run plain make install! Plain make install will overwrite
files in your host workstation’s /usr directory. Standard autotools makefiles support the DESTDIR
variable:

make DESTDIR=/tmp/staged-package install

This prepends /tmp/staged-package to every installation path (installing binaries to
/tmp/staged-package/usr/bin/ instead of /usr/bin/).

2. CMake (Cross-Platform Make)

Used by KDE, LLVM, and modern C++ projects. CMake inspects system capabilities and generates
native build files (either Makefile or build.ninja).

Standard Distro Invocation (using Ninja backend):

cmake -B build -G Ninja \
-DCMAKE_INSTALL_PREFIX=/usr \
-DCMAKE_INSTALL_LIBDIR=lib \
-DCMAKE_BUILD_TYPE=Release \
-DBUILD_SHARED_LIBS=ON \
-DCMAKE_SKIP_INSTALL_RPATH=ON

ninja -C build -j$(nproc)
DESTDIR=$PKGDIR ninja -C build install

3. Meson & Ninja

Meson has become the standard build system for modern GNOME, Wayland, systemd, and system
libraries. Written in Python, Meson generates optimized Ninja build manifests.

Why Meson & Ninja are Preferred:

• Blazing Fast Configuration: Parses declarative meson.build files in seconds.
• Strict Prefix Validation: Warns immediately if headers or libraries escape the intended

sysroot.
• Deterministic Parallelism: Ninja maximizes CPU saturation across all threads.
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Standard Distro Invocation:

meson setup build \
--prefix=/usr \
--sysconfdir=/etc \
--localstatedir=/var \
--libdir=lib \
--buildtype=release \
-Ddefault_library=shared

ninja -C build -j$(nproc)
DESTDIR=$PKGDIR ninja -C build install
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Cross-Compilation of Packages

When building an entire distribution from scratch, you have two choices: 1. Native Chroot
Compilation: Compile software inside an emulated or native container using the target CPU
architecture. (Slow if building ARM64 on x86 via QEMU user emulation). 2. True Cross-
Compilation: Run cross-compilers (aarch64-linux-gnu-gcc) natively on high-powered x86_64
host hardware to emit target machine code directly.

+-------------------------------------------------------------+
| Cross-Compilation Package Setup |
| |
| Host System (x86_64): |
| - Cross Compiler: aarch64-linux-gnu-gcc |
| - Target Sysroot: /opt/sysroots/aarch64 |
| ��� usr/include (target C headers) |
| ��� usr/lib (target shared libraries) |
| |
| pkg-config Configuration: |
| - PKG_CONFIG_SYSROOT_DIR=/opt/sysroots/aarch64 |
| - PKG_CONFIG_LIBDIR=/opt/sysroots/aarch64/usr/lib/pkgconfig|
+-------------------------------------------------------------+

The Pitfall: pkg-config Poisoning

When building packages that depend on external libraries (e.g., compiling curl which depends on
openssl), the build system invokes pkg-config to discover library paths and CFLAGS:

$ pkg-config --cflags --libs openssl
-I/usr/include -L/usr/lib -lssl -lcrypto # DANGER: Points to host libraries!

If your build system uses the host’s /usr/bin/pkg-config, it will return the host machine’s library
paths! The linker will link against host x86_64 binaries, causing immediate cross-compilation linker
errors.

The Solution: Cross-pkg-config Wrappers

Create an architecture-specific wrapper script at $TOOLS/bin/aarch64-linux-gnu-pkg-config:
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#!/bin/sh
# aarch64-linux-gnu-pkg-config
export PKG_CONFIG_SYSROOT_DIR="/opt/sysroots/aarch64"
export PKG_CONFIG_LIBDIR="/opt/sysroots/aarch64/usr/lib/pkgconfig:/opt/sysroots/aarch64/usr/share/pkgconfig"
export PKG_CONFIG_SYSTEM_INCLUDE_PATH="/opt/sysroots/aarch64/usr/include"
export PKG_CONFIG_SYSTEM_LIBRARY_PATH="/opt/sysroots/aarch64/usr/lib"

exec /usr/bin/pkg-config "$@"

Cross-Compiling with Meson Cross-Files

Meson provides first-class support for cross-compilation via declarative INI files:

# /opt/cross/aarch64-linux.ini
[binaries]
c = 'aarch64-linux-gnu-gcc'
cpp = 'aarch64-linux-gnu-g++'
ar = 'aarch64-linux-gnu-ar'
strip = 'aarch64-linux-gnu-strip'
pkg-config = 'aarch64-linux-gnu-pkg-config'

[host_machine]
system = 'linux'
cpu_family = 'aarch64'
cpu = 'cortex-a72'
endian = 'little'

[properties]
sys_root = '/opt/sysroots/aarch64'

Invoking the build requires a single flag:

$ meson setup build --cross-file /opt/cross/aarch64-linux.ini
$ ninja -C build

The resulting binaries are guaranteed to run natively on the target architecture without host pollu-
tion.
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Reproducible Builds and Determinism

A build is reproducible if and only if given the exact same source code, build environment, and
build instructions, any third party can re-create bit-for-bit identical binary artifacts with matching
cryptographic hashes (sha256sum).

The Reproducible Builds Equation
Source Code + Build Environment = Bit-for-Bit Identical Binary

| | |
(curl-8.5.0.tar) (Container/nspawn) (hash: e3b0c442...)

Why Reproducibility is Critical

If builds are not reproducible, there is no way to verify that a compiled binary matches its open-
source code. A malicious actor could compromise a maintainer’s workstation or a CI build node,
inject a backdoor into the compiled ELF binary, and publish it without leaving a trace in git
history.

With reproducible builds: - Independent organizations can compile the same package. - If the
cryptographic hashes match, the binary is mathematically proven to be free of covert compiler
tampering.

The Enemies of Deterministic Builds

1. Timestamps Embedded in Binaries

Compilers and archive utilities frequently embed current timestamps: - The C preprocessor macros
__DATE__ and __TIME__. - ZIP, tar, and CPIO headers storing modification times (mtime). - Rem-
edy: The SOURCE_DATE_EPOCH standard. Set this environment variable to the UNIX timestamp of
the last git commit: bash export SOURCE_DATE_EPOCH=$(git log -1 --pretty=%ct) Modern
compilers (GCC, Clang) and archive tools automatically substitute this timestamp for the current
system clock.

2. Filesystem Directory Ordering

readdir() does not guarantee alphabetical order; it returns files in internal filesystem inode order.
If a build script compiles all files matching *.c, they may be linked in different orders on ext4
vs. Btrfs! - Remedy: Always enforce deterministic collation: bash export LC_ALL=C find
. -type f | sort | ... tar --sort=name ...
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3. Build Path Leakage (__FILE__)

If developer Alice builds in /home/alice/build/ and developer Bob builds in /builds/ci/, the
compiler will embed these full paths into debug info (.debug_info ELF sections). - Remedy:
Use GCC’s -fdebug-prefix-map or -ffile-prefix-map flag: bash export CFLAGS="$CFLAGS
-ffile-prefix-map=$(pwd)=/usr/src/debug" This rewrites arbitrary source paths to a canonical
virtual path.
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Quality Assurance: Testing and Linting

Before a newly compiled package enters your distribution’s repository, it must pass automated
Quality Assurance (QA) linting. A defective package can break the dynamic linker, overwrite
critical system files, or introduce security vulnerabilities.

+-----------------------------------------------------------+
| Package QA Audit Pipeline |
| |
| 1. Namcap / Lintian Checks (Metadata & policy adherence) |
| 2. File Conflict Audit (No overlapping paths with others) |
| 3. Dynamic Linker & RPATH Validation (readelf / scanelf) |
| 4. Security Hardening Audit (checksec / hardening-check) |
| 5. Isolated Chroot Installation Test |
+-----------------------------------------------------------+

1. RPATH / RUNPATH Poisoning Audit

DT_RPATH and DT_RUNPATH are ELF header fields instructing the dynamic linker where to search for
shared libraries before consulting /etc/ld.so.conf or /usr/lib.

If a build script accidentally embeds a temporary build path:

$ readelf -d /mnt/target/usr/bin/foo | grep -E 'RPATH|RUNPATH'
0x000000000000001d (RUNPATH) Library runpath: [/home/builder/src/foo/.libs]

This is a critical security bug! If an attacker can write to /home/builder/..., they can inject
malicious shared libraries into standard binaries.

QA Rule: Reject any package whose binaries contain references to temporary build directories in
their RPATH or RUNPATH. Use chrpath --delete or patchelf to strip them before packaging.

2. Hardening Audit with checksec

Verify that all binaries were compiled with modern security flags:

$ checksec --file=/mnt/target/usr/bin/curl
RELRO STACK CANARY NX PIE RPATH RUNPATH
Full RELRO Canary found NX enabled PIE enabled No RPATH No RUNPATH
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• Full RELRO: GOT is read-only.
• Canary found: Stack smashing protection active.
• NX enabled: Non-executable stack (prevents executing shellcode on the stack).
• PIE enabled: Position Independent Executable (ASLR supported).

3. Undeclared Shared Library Dependencies

A binary cannot work if its runtime dependencies are not declared in the package manifest:

# Scan binary for direct shared library dependencies:
$ scanelf -n /mnt/target/usr/bin/curl
TYPE NEEDED FILE
ET_DYN libcurl.so.4,libz.so.1,libc.so.6 /mnt/target/usr/bin/curl

The QA pipeline verifies that zlib and glibc are explicitly listed in the package’s runtime_dependencies
list in PACKAGE.toml.
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Troubleshooting: Build Pipeline Issues

Building hundreds of open-source packages reveals upstream code bugs, compiler version mis-
matches, and parallel make race conditions.

1. Parallel Make Race Conditions (-j Failures)

Symptom: Running make -j16 fails intermittently with errors like:

fatal error: generated_header.h: No such file or directory

Yet running plain make -j1 completes without errors!

Root Cause: The upstream Makefile has missing dependency rules. A source file was com-
piled before the code generator (e.g., flex, bison, or an internal Python script) finished creating
generated_header.h.

Remedy: - In your build recipe, test whether building single-threaded succeeds. - If upstream
makefile dependencies are defective, patch the Makefile.am or enforce make -j1 for that specific
package while reporting the bug upstream.

2. Hardcoded /usr/local and Linker Leakage

Symptom: The compiled package installs files into $PKGDIR/usr/local/bin instead of
$PKGDIR/usr/bin, or links against a header found in /usr/local/include.

Cause: GNU autotools defaults to --prefix=/usr/local if no --prefix argument is provided.

Remedy: - Always explicitly pass --prefix=/usr to ./configure, cmake, and meson. - Set
LDFLAGS="-Wl,--as-needed -Wl,-O1" to ensure the linker discards unused shared library refer-
ences.

3. Disappearing Symbols with GCC 14 / Clang 18

Symptom: Older C projects fail compilation on modern GCC with:

error: implicit declaration of function 'exit' [-Wimplicit-function-declaration]
error: initialization of 'char *' from incompatible pointer type 'int *'
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Cause: GCC 14 turned legacy C89 leniencies (implicit function declarations, incompatible pointer
assignments) into hard fatal compile-time errors by default.

Remedy: - If the project is actively maintained, patch the source code by adding #include
<stdlib.h> or the appropriate prototypes. - As a temporary workaround for legacy unmaintained
packages, pass -Wno-error=implicit-function-declaration -Wno-error=incompatible-pointer-types
to CFLAGS.
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X11 vs. Wayland: Architecture and Trade-offs

The graphical user interface (GUI) on Linux has undergone a historic architectural transition: mov-
ing away from the 40-year-old X Window System (X11) to the modern Wayland display pro-
tocol.

+-----------------------------------------------------------+
| The X11 Architecture (Legacy) |
| |
| [ Client App ] ---> (Render request via X11 protocol) |
| | |
| v |
| [ Xorg Server (Root) ] <---> [ Compositor (Mutter/KWin) ] |
| | |
| v |
| [ Kernel DRM/KMS Driver ] ---> [ Screen Framebuffer ] |
+-----------------------------------------------------------+

+-----------------------------------------------------------+
| The Wayland Architecture (Modern) |
| |
| [ Client App ] ---+ (Direct GPU rendering via OpenGL/Vulkan)
| | | |
| | v |
| +----> [ Wayland Compositor (KWin / Sway / Weston)]|
| | |
| v |
| [ Kernel DRM/KMS Driver ] ---> [ Display ] |
+-----------------------------------------------------------+

The X11 Legacy: Why It Broke Down

Created in 1984 at MIT, X11 was engineered for a computing world where terminal screens were
thin network clients connected to a central Unix mainframe: 1. Network Transparency at
the Cost of Local Speed: The X server was responsible for drawing basic primitives (lines, text,
rectangles). In modern computing, client applications (browsers, video editors) render complex pixel
buffers locally using GPU shaders (Vulkan/OpenGL). Sending raw draw requests to Xorg creates
massive indirection. 2. Security Vulnerability by Design: In X11, any client application
connected to the X display can inspect, intercept, and inject keystrokes into any other window
(xdotool, keyloggers) and capture screenshots of the entire desktop without user permission. 3.
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Screen Tearing and Latency: The split between the X server, the window manager, and the
compositing manager introduces out-of-sync buffer swaps, causing visual tearing.

The Wayland Philosophy: Every Frame is Perfect

Wayland is not a monolithic display server; Wayland is an IPC protocol.

Under Wayland: - The Compositor is the Display Server. - Client applications render their own
UI buffers off-screen using hardware acceleration (EGL / GBM / Mesa). - The client passes a handle
to the rendered memory buffer (wl_buffer) directly to the compositor. - The compositor schedules
buffer presentation directly with the kernel’s Direct Rendering Manager (DRM) and Kernel Mode
Setting (KMS) subsystems. - No client can read keystrokes or screen buffers belonging to another
client without explicit protocol portals (xdg-desktop-portal).

XWayland: Backward Compatibility

To maintain compatibility with legacy software that has not been ported to Wayland (e.g., older
games, legacy X11 utilities), compositors launch XWayland—a headless X server that runs as a
rootless Wayland client.
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Display Managers and Session Management

A graphical desktop session requires authenticating user credentials, initializing PAM policies, set-
ting up environment variables, and establishing a graphical seat.

+-----------------------------------------------------------+
| Graphical Session Launch Chain |
| |
| 1. Init System (PID 1) |
| | |
| v (Starts display-manager.service) |
| 2. Display Manager (GDM, LightDM, SDDM, or greetd) |
| - Allocates virtual console (e.g. tty7) |
| - Prompts user for username and password |
| - Authenticates credentials via Linux PAM (/etc/pam.d) |
| | |
| v (Launches session script) |
| 3. Session Manager (systemd-logind or seatd) |
| - Grants ACL permissions on /dev/dri/card0, /dev/input |
| - Sets up XDG_RUNTIME_DIR (/run/user/$UID) |
| | |
| v |
| 4. Compositor / Desktop Session (sway, GNOME, Plasma) |
+-----------------------------------------------------------+

Leading Display Managers

1. GDM (GNOME Display Manager): The standard for GNOME. Runs completely under
Wayland out of the box with multi-seat and biometric authentication support.

2. SDDM (Simple Desktop Display Manager): The preferred display manager for KDE
Plasma. Configurable via QML markup.

3. LightDM: A modular, cross-desktop display manager popular in XFCE and lightweight dis-
tributions.

4. greetd: A minimalist, terminal and Wayland-native greeting daemon written in Rust. Ex-
tremely lightweight and ideal for custom tiling window managers or musl-based distributions.

The Role of logind and seatd

Historically, Xorg ran with full root privileges so it could access raw video memory (/dev/mem)
and input devices (/dev/input/event*).
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In modern distributions, running a display server as root is unacceptable from a security standpoint.
Unprivileged display servers rely on a seat manager: - systemd-logind: Automatically adjusts
filesystem ACLs on GPU and input device nodes when a user logs in, revoking them when switching
virtual consoles (Ctrl+Alt+F1). - seatd: An ultra-lightweight, independent seat management
daemon created by the Sway/wlroots community for distributions that do not run systemd.

The Standard Session Manifest (.desktop)

Display managers discover available desktop sessions by reading .desktop files in /usr/share/wayland-sessions/
and /usr/share/xsessions/:

# /usr/share/wayland-sessions/sway.desktop
[Desktop Entry]
Name=Sway
Comment=An i3-compatible Wayland compositor
Exec=sway
Type=Application
DesktopNames=sway
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Popular DEs and WMs: GNOME, KDE Plasma,
i3, sway

Choosing the default graphical experience defines the outward personality of your distribution.
The ecosystem broadly divides into Full Desktop Environments (DEs) and Tiling Window
Managers / Compositors (WMs).

+-----------------------------------------------------------+
| Desktop Interface Comparison |
| |
| Category Desktop Environments Tiling WMs |
| --------------------------------------------------------- |
| Examples GNOME, KDE Plasma i3, Sway |
| Memory Footprint ~600 MB - 1.2 GB RAM ~60 MB RAM |
| Window Management Floating / Overlapping Tiled Grid |
| Integrated Apps File Manager, Settings, Minimal |
| Terminal, Text Editor (Bring your |
| Configuration Method Graphical Control Panel Plaintext |
| Primary Toolkit GTK (GNOME) / Qt (KDE) None / C |
+-----------------------------------------------------------+

GNOME 40+ (Mutter & GTK4)

GNOME is the default desktop environment for Fedora, Ubuntu, and Red Hat Enterprise Linux.
- Architectural Philosophy: Streamlined, opinionated user experience focused on virtual
workspace workflow and distraction-free design. - Under the Hood: Built on the GTK4 toolkit
and libadwaita. The window manager and Wayland compositor is Mutter. Configuration is
stored centrally in the GSettings/dconf binary database. - Packaging Burden: High. GNOME
requires packaging dozens of interrelated libraries (glib, gobject-introspection, tracker,
mutter, gnome-shell, pipewire).

KDE Plasma 6 (KWin & Qt6)

KDE Plasma is known for modularity, customizability, and feature density. - Architectural Phi-
losophy: Extreme user control. Almost every aspect of the UI, panel layout, and keybindings can
be customized. - Under the Hood: Built entirely upon Qt6 and KDE Frameworks (KF6).
The compositor is KWin, which provides high-performance Wayland compositing with fractional
scaling and color management.
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i3 and Sway: Minimalist Tiling

For power users, developers, and lightweight appliances, tiling compositors replace floating windows
with a deterministic grid: - i3 (X11): The classic, ultra-fast manual tiling window manager. Win-
dows automatically arrange themselves in columns, rows, or tabbed splits. - Sway (Wayland): A
drop-in, modern replacement for i3 built on the wlroots modular Wayland library. It uses the exact
same configuration syntax as i3, but runs natively under Wayland with hardware-accelerated ren-
dering and modern touchpad gestures. - Packaging Burden: Very low. Sway and wlroots compile
in minutes with few dependencies, making them an ideal choice for a custom Linux distribution.
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Building a Minimal Desktop from Source
Components

In this chapter, we assemble a complete, production-grade graphical desktop environment from
source components. Rather than compiling all of GNOME (which requires over 100 packages), we
build a modern, high-performance Wayland desktop based on Sway, Waybar, Alacritty, and
Mesa.

+-----------------------------------------------------------+
| Our Minimal Wayland Desktop Stack |
| |
| [ Sway Compositor (wlroots) ] |
| ��� [ Waybar ] (System tray, clock, battery) |
| ��� [ Alacritty / Foot] (GPU-accelerated terminal) |
| ��� [ Wofi / Fuzzel ] (Application launcher) |
| ��� [ PipeWire / WirePlumber ] (Audio server) |
| |
| [ Graphics Drivers: Mesa (radv/anv/llvmpipe) + libdrm ] |
| [ Seat Management: seatd or systemd-logind ] |
+-----------------------------------------------------------+

Step 1: Graphics Drivers & Mesa

All modern desktop compositing requires Direct Rendering Infrastructure (DRI) and
OpenGL/Vulkan support provided by Mesa:

# Compiling Mesa with Meson:
$ meson setup build \

--prefix=/usr \
--buildtype=release \
-Dplatforms=wayland \
-Dgallium-drivers=radeonsi,iris,nouveau,swrast \
-Dvulkan-drivers=amd,intel,swrast \
-Dglx=disabled \
-Degl=enabled \
-Dgbm=enabled

$ ninja -C build -j$(nproc)
$ DESTDIR=$PKGDIR ninja -C build install
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Step 2: Compiling wlroots and Sway

wlroots is a modular library maintained by Drew DeVault that abstracts away the low-level com-
plexities of Wayland backends (DRM/KMS, libinput, EGL/GLES2).

# 1. Compile wlroots:
$ cd wlroots
$ meson setup build --prefix=/usr --buildtype=release -Dexamples=false
$ ninja -C build && make DESTDIR=$PKGDIR install

# 2. Compile Sway:
$ cd ../sway
$ meson setup build --prefix=/usr --buildtype=release -Dman-pages=disabled
$ ninja -C build && make DESTDIR=$PKGDIR install

Step 3: Default Configuration (/etc/sway/config)

Create a clean, functional default configuration for users:

# /etc/sway/config
# Mod4 = Super (Windows Key)
set $mod Mod4
set $term alacritty
set $menu wofi --show drun

# Set default wallpaper
output * bg /usr/share/backgrounds/byol-wallpaper.png fill

# Launch status bar
bar {

swaybar_command waybar
}

# Keybindings
bindsym $mod+Return exec $term
bindsym $mod+d exec $menu
bindsym $mod+Shift+q kill
bindsym $mod+Shift+e exit

# Window splits
bindsym $mod+b splith
bindsym $mod+v splitv

With under 10 cleanly compiled packages, your custom distribution boots straight from cold iron
into a hardware-accelerated, modern Wayland desktop environment!
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Theming, Fonts, and Localization

A bare-metal Linux installation without font configuration, icons, or localization will render text as
empty boxes (“tofu”) and display unstyled, blinding-white window chrome.

+-------------------------------------------------------------+
| Desktop Experience Layer |
| |
| [ Typography ] Fontconfig -> TrueType / OpenType (.ttf) |
| [ Icon Themes ] /usr/share/icons/ (hicolor, Papirus) |
| [ GTK / Qt CSS ] gsettings / gtk-3.0/settings.ini (Dark) |
| [ Localization ] locales (en_US.UTF-8), glibc locale-gen |
+-------------------------------------------------------------+

1. Typography and Fontconfig

Linux handles font discovery and antialiasing via Fontconfig (libfontconfig) and FreeType
(libfreetype2): - Fonts are installed into /usr/share/fonts/ (system-wide) or ~/.local/share/fonts/
(user). - Every distribution should ship at least: - Sans-Serif font (e.g., Noto Sans, Inter, or
DejaVu Sans). - Monospace font for coding and terminals (e.g., JetBrains Mono, Hack, or Fira
Code). - Fallback Unicode font (e.g., Noto Color Emoji, Noto Sans CJK).

After installing fonts, regenerate the binary cache:

# fc-cache -fv

2. Global Dark Theme Configuration

To set a consistent default theme across GTK3, GTK4, and Qt applications, configure
/etc/gtk-3.0/settings.ini:

[Settings]
gtk-theme-name = Adwaita-dark
gtk-icon-theme-name = Papirus-Dark
gtk-font-name = Inter 11
gtk-cursor-theme-name = Adwaita
gtk-application-prefer-dark-theme = 1
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3. Localization and Character Sets (UTF-8)

A modern distribution should default strictly to UTF-8 encoding.

Configuring Locales in glibc:

1. Enable the desired locale in /etc/locale.gen:

en_US.UTF-8 UTF-8

2. Generate the compiled binary locale database in /usr/lib/locale/:

# locale-gen

3. Set global default in /etc/locale.conf:

LANG="en_US.UTF-8"
LC_COLLATE="C"

(Note: LC_COLLATE="C" is recommended for systems engineering to ensure deterministic al-
phabetical sorting in scripts and tools).
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Troubleshooting: Desktop Environment Issues

Graphical desktops span kernel drivers, user permissions, Wayland sockets, and IPC buses. When
a desktop fails to launch, diagnosing the issue requires checking each layer sequentially.

1. Wayland Compositor Fails: XDG_RUNTIME_DIR not set

Symptom: Running sway from a TTY aborts immediately with:

[sway/main.c:380] XDG_RUNTIME_DIR is not set in the environment. Aborting.

Root Cause: The Wayland specification requires client-server communication to occur over UNIX
domain sockets located in a secure, per-user memory filesystem (/run/user/<UID>). This directory
is normally created automatically by pam_systemd.so during login.

Remedy: - If using systemd, ensure pam_systemd.so is enabled in /etc/pam.d/system-auth.
- If using OpenRC / runit / BusyBox init, add this fallback logic to /etc/profile: sh if
[ -z "$XDG_RUNTIME_DIR" ]; then export XDG_RUNTIME_DIR="/run/user/$(id -u)"
if [ ! -d "$XDG_RUNTIME_DIR" ]; then mkdir -m 0700 -p "$XDG_RUNTIME_DIR"
fi fi

2. GPU DRM / KMS Node Permission Denied

Symptom: Sway logs:

[wlr] [backend/drm/drm.c:89] Failed to open DRM device /dev/dri/card0: Permission denied

Cause: The logged-in user is not in the video or render group, and no active seat daemon (seatd
or systemd-logind) granted device access.

Remedy: - Add the user to the video and render groups: bash # usermod -aG video,render
<username> - Or verify that seatd is running and the user belongs to the seat group: bash #
rc-service seatd start
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3. Black Screen with Cursor in Virtual Machines (QEMU)

Symptom: Sway launches in QEMU, but only a blank black screen or frozen cursor appears.

Cause: QEMU was launched with basic VGA emulation (-vga std), which lacks hardware 3D
acceleration, and Mesa’s software rasterizer (llvmpipe) is either missing or misconfigured.

Remedy: - Launch QEMU with modern VirtIO GPU acceleration: bash $ qemu-system-x86_64
-enable-kvm -m 4G -device virtio-vga-gl -display gtk,gl=on ... - Or force software
rendering in your session: bash export WLR_RENDERER=pixman
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User Permissions, Capabilities, Namespaces,
cgroups

Linux security has advanced far beyond traditional discretionary access controls (POSIX user/group
permissions). Modern systems enforce least privilege through granular kernel primitives:

+-----------------------------------------------------------+
| Linux Isolation Primitives |
| |
| 1. Discretionary Access Control (DAC: UID / GID / rwx) |
| | |
| v |
| 2. POSIX Capabilities (Surgical root privileges) |
| - CAP_NET_BIND_SERVICE, CAP_SYS_ADMIN, CAP_DAC_OVERRIDE|
| | |
| v |
| 3. Namespaces (Virtualized views of global resources) |
| - pid, net, mnt, ipc, uts, user, cgroup |
| | |
| v |
| 4. Control Groups v2 (Resource consumption throttling) |
| - CPU shares, memory caps, IO bandwidth, max PIDs |
+-----------------------------------------------------------+

1. POSIX Capabilities: Deconstructing Root

Traditionally, a process either ran as standard unprivileged user (UID ≠ 0) or as omnipotent
superuser (UID = 0, root). If a web server needed to bind to privileged port 80/443, it had
to run as root, exposing the entire operating system if the server was compromised.

POSIX Capabilities split root’s powers into distinct privileges: - CAP_NET_BIND_SERVICE:
Bind sockets to port numbers below 1024. - CAP_NET_RAW: Construct raw packets (used by
ping). - CAP_SYS_ADMIN: Mount filesystems, configure network interfaces, load BPF programs. -
CAP_SYS_CHROOT: Invoke chroot().

Instead of making binaries setuid root (chmod u+s), assign fine-grained capabilities:

# Grant ping permission to send ICMP packets without running as full root:
# setcap cap_net_raw+ep /usr/bin/ping
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2. Linux Namespaces

Namespaces provide isolated virtualized instances of global kernel resources. They are the core
building block of Linux container engines:

• Mount (mnt): Private filesystem mount table.
• PID (pid): Independent process tree numbering. The process sees itself as PID 1 inside the

namespace.
• Network (net): Private virtual network devices, routing tables, and firewall rules.
• IPC (ipc): Isolated System V IPC and POSIX message queues.
• UTS (uts): Private hostname and domain name.
• User (user): Maps an unprivileged user on the host system to UID 0 (root) inside the

namespace without granting actual host root privileges!

3. Control Groups (cgroups v2)

While namespaces isolate what a process can see, cgroups v2 limit how much physical hardware it
can consume:

# Creating a restricted slice under /sys/fs/cgroup:
# mkdir /sys/fs/cgroup/sandbox
# echo "500M" > /sys/fs/cgroup/sandbox/memory.max
# echo "50000 100000" > /sys/fs/cgroup/sandbox/cpu.max # Max 50% of 1 CPU core
# echo 100 > /sys/fs/cgroup/sandbox/pids.max # Fork-bomb protection!

# Attach a process to the sandbox:
# echo $$ > /sys/fs/cgroup/sandbox/cgroup.procs
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Mandatory Access Control: SELinux
vs. AppArmor

Under traditional Discretionary Access Control (DAC), if a malicious attacker compromises a dae-
mon running as www-data, they can read any file readable by www-data or world-readable files
(/etc/passwd, /tmp).

Mandatory Access Control (MAC) systems enforce non-bypassable security policies defined by
the system administrator, regardless of what file permissions say:

+-----------------------------------------------------------+
| MAC Architectures Compared |
| |
| Dimension SELinux (Red Hat/Fedora) AppArmor (Debian/Ubuntu)|
| --------------------------------------------------------- |
| Access Model Type Enforcement (Labels)Path-Based Rules |
| Policy Complexity High (steep learning) Moderate / Human-readable|
| File Association Extended Attributes (xattr)Absolute File Paths|
| Filesystem Impact Requires relabeling Immediate path match|
| Security Granularity Fine-grained (IPC, Net) Process & Path focused|
+-----------------------------------------------------------+

AppArmor: Path-Based Confinement

Used by Debian, Ubuntu, and openSUSE. AppArmor attaches profiles directly to the absolute
executable path of a program:

# /etc/apparmor.d/usr.sbin.nginx
#include <tunables/global>

/usr/sbin/nginx {
#include <abstractions/base>
#include <abstractions/nameservice>

capability net_bind_service,
capability setuid,
capability setgid,

# Allow read access to configuration
/etc/nginx/** r,
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# Allow read access to web content
/var/www/** r,

# Allow logging
/var/log/nginx/* w,

# Explicitly forbid execution of shells or compilers
deny /bin/** x,
deny /usr/bin/** x,

}

Even if an attacker gains remote code execution inside Nginx and has valid DAC permissions, the
Linux kernel blocks them from executing /bin/sh or reading /home!

SELinux: Type Enforcement via Extended Attributes

Developed originally by the National Security Agency (NSA) and standard in Fedora and RHEL.
SELinux assigns security contexts to every subject (process) and object (file, socket, port):

system_u:object_r:httpd_sys_content_t:s0
[user] [role] [type] [level]

• In Type Enforcement, policy rules state: “Process running in type httpd_t may read files of
type httpd_sys_content_t”.

• If an administrator copies a file from /home/user/index.html to /var/www/html/, it retains
its original user_home_t label. Nginx will be denied access until restorecon updates its
extended attribute.

• SELinux provides extraordinary security, but requires robust tooling (audit2allow,
semanage) to maintain without frustration.
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Secure Boot and the Chain of Trust

UEFI Secure Boot establishes a hardware-rooted cryptographic chain of trust, ensuring that only
cryptographically signed, untampered software can execute during the boot process.

+-----------------------------------------------------------+
| The Secure Boot Chain |
| |
| 1. Motherboard Firmware ROM |
| - Contains Platform Key (PK) & Key Exchange Key (KEK) |
| - Signature Database (db): Microsoft Corporation UEFI CA|
| | |
| v (Validates signature on shim) |
| 2. First-Stage Shim (shimx64.efi) |
| - Signed by Microsoft 3rd Party UEFI CA |
| - Contains custom distribution certificate (Vendor CA) |
| | |
| v (Validates signature on GRUB) |
| 3. Second-Stage Bootloader (grubx64.efi) |
| - Signed by distribution vendor key |
| | |
| v (Validates signature on Linux Kernel) |
| 4. Linux Kernel Image (vmlinuz) |
| - Signed by distribution vendor key |
| | |
| v (Enforces Kernel Lockdown Mode) |
| 5. Running Operating System |
+-----------------------------------------------------------+

The “Shim” Architecture

Virtually all consumer PC motherboards ship with only one pre-installed certificate authority in
their NVRAM db: Microsoft Corporation UEFI CA 2011.

Because having every custom Linux build independently certified by Microsoft is impractical, the
Linux foundation engineered the Shim architecture: - Red Hat / Canonical submit a tiny EFI
binary called shimx64.efi to Microsoft once for signing. - shimx64.efi embeds the distribution’s
own public certificate. - When the motherboard boots, the firmware verifies shimx64.efi using
Microsoft’s key. - shimx64.efi launches, then verifies grubx64.efi and the Linux kernel using the
distribution’s embedded key! - It also supports MOK (Machine Owner Key): users can enroll
their own custom private keys into NVRAM via an interactive blue screen at boot time.
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Signing Kernel and Bootloader Binaries

To sign your custom BYOL kernel for Secure Boot:

# 1. Generate an X.509 code-signing key and certificate:
$ openssl req -new -x509 -newkey rsa:2048 -keyout byol-sb.key \

-out byol-sb.crt -nodes -days 3650 -subj "/CN=BYOL Secure Boot Key/"

# 2. Convert to DER format:
$ openssl x509 -in byol-sb.crt -outform DER -out byol-sb.der

# 3. Sign the kernel binary using sbsigntool:
$ sbsign --key byol-sb.key --cert byol-sb.crt \

--output /boot/vmlinuz-signed arch/x86/boot/bzImage

# 4. Verify the signature:
$ sbverify --cert byol-sb.crt /boot/vmlinuz-signed
Signature verification OK

179



Full Disk Encryption with LUKS

180



Full Disk Encryption with LUKS

Full Disk Encryption (FDE) protects stored data from physical theft, forensic imaging, and unau-
thorized offline tampering. In Linux, standard disk encryption is implemented via the kernel’s
dm-crypt device-mapper target and managed by LUKS (Linux Unified Key Setup).

+-----------------------------------------------------------+
| LUKS / dm-crypt Architecture |
| |
| [ Userspace Filesystem: /dev/mapper/root (ext4 / btrfs) ] |
| | |
| v |
| [ dm-crypt Kernel Layer (AES-XTS-256 hardware crypto) ] |
| | |
| v |
| [ Physical Partition: /dev/nvme0n1p2 (Encrypted Ciphertext)|
| ��� LUKS2 Header (Keyslots, Argon2id KDF salt/params) |
| ��� Encrypted Payload Data |
+-----------------------------------------------------------+

LUKS2 Header and Key Derivation (Argon2id)

LUKS separates the Master Encryption Key (which encrypts the actual disk blocks) from the
Passphrases typed by users: - The master key is stored securely inside the on-disk LUKS header,
encrypted by up to 32 independent keyslots. - When you enter your passphrase, cryptsetup uses
Argon2id (a memory-hard Password Key Derivation Function) to compute a decryption key for the
keyslot. - Argon2id requires significant RAM (typically 1 GB) and CPU time to evaluate, rendering
GPU and ASIC brute-force dictionary attacks computationally infeasible.

Setting Up LUKS Encryption from the Command Line

# 1. Format the partition as a LUKS2 encrypted volume:
# cryptsetup luksFormat --type luks2 --cipher aes-xts-plain64 \

--key-size 512 --hash sha512 --pbkdf argon2id /dev/vda2

# 2. Open the encrypted container and map it to a plaintext virtual device:
# cryptsetup open /dev/vda2 byol-root
Enter passphrase for /dev/vda2:
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# 3. Format the decrypted mapping with a standard filesystem:
# mkfs.ext4 -L "BYOL_ROOT" /dev/mapper/byol-root

# 4. Mount the filesystem for target installation:
# mount /dev/mapper/byol-root /mnt/target

Unlocking in Early Userspace (Initramfs)

In the initramfs /init script, add the unlock logic before mounting /newroot:

echo "[initramfs] Unlocking encrypted root storage..."
cryptsetup open "$ROOT_DEV" cryptroot
mount /dev/mapper/cryptroot /newroot

You can also seal the encryption key inside a hardware TPM 2.0 (Trusted Platform Mod-
ule) chip using systemd-cryptenroll --tpm2-device=auto, enabling automatic cryptographic
unlocking only when UEFI firmware and kernel PCR registers remain untampered!
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Network Security: nftables and eBPF

Host-level network security in modern Linux centers on two kernel technologies: nftables (the
modern successor to iptables) and eBPF (programmable in-kernel sandboxes).

+-----------------------------------------------------------+
| Linux Packet Traversal |
| |
| Network Interface Card (NIC) |
| | |
| v |
| [ eBPF / XDP Hook ] -----> (Drop / redirect at line rate!)|
| | |
| v |
| [ nftables prerouting ] -> (Stateful Connection Tracking) |
| | |
| v |
| [ Local In / Forward ] --> [ Socket Layer / Applications ]|
+-----------------------------------------------------------+

nftables: Modern Packet Filtering

nftables unifies IPv4, IPv6, ARP, and bridge filtering into a single bytecode virtual machine.
It eliminates the duplication and performance overhead of legacy iptables, ip6tables, and
ebtables.

Writing a Production Firewall (/etc/nftables.conf)

#!/usr/sbin/nft -f
flush ruleset

table inet filter {
chain input {

type filter hook input priority filter; policy drop;

# 1. Allow local loopback traffic
iif "lo" accept

# 2. Accept established and related connections (stateful)
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ct state established,related accept

# 3. Drop invalid packets
ct state invalid drop

# 4. Allow ICMP ping (rate-limited)
ip protocol icmp icmp type echo-request limit rate 5/second accept

# 5. Allow SSH on port 22
tcp dport 22 ct state new accept

}

chain forward {
type filter hook forward priority filter; policy drop;

}

chain output {
type filter hook output priority filter; policy accept;

}
}

Enable the ruleset instantly:

# nft -f /etc/nftables.conf

eBPF and XDP: Line-Rate Defense

Traditional firewalls inspect packets after the kernel has allocated an sk_buff (socket buffer) data
structure in memory. Under a massive Distributed Denial of Service (DDoS) attack, the CPU
spends 100% of its time allocating and freeing sk_buff objects, crashing the host.

eXpress Data Path (XDP) runs an in-kernel eBPF bytecode program inside the network driver
itself, before memory is allocated:

// A minimal XDP packet-drop filter in C
#include <linux/bpf.h>
#include <bpf/bpf_helpers.h>

SEC("xdp")
int filter_malicious_traffic(struct xdp_md *ctx) {

// Inspect packet headers directly in NIC ring buffer
// Drop bad packets instantly in zero CPU clock cycles!
return XDP_DROP;

}
char _license[] SEC("license") = "GPL";
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With eBPF and XDP, a modest Linux server can filter over 20 million packets per second without
breaking a sweat.
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Hardening the Build Process

Building an operating system distribution requires hardening not only the running binaries, but the
build infrastructure itself. If a build node is compromised, all downstream users are vulnera-
ble.

+-----------------------------------------------------------+
| Hardened Distribution Build Matrix |
| |
| 1. Compiler Flags: -D_FORTIFY_SOURCE=3 -fstack-protector |
| 2. Linker Flags: -Wl,-z,relro -Wl,-z,now -Wl,-z,nodlopen|
| 3. Hermetic Isolation: Network-isolated build namespaces |
| 4. Ephemeral Environments: Ephemeral tmpfs build roots |
| 5. Cryptographic Provenance: Sigstore / in-toto attestations|
+-----------------------------------------------------------+

Standard Global Hardening CFLAGS & LDFLAGS

When compiling software across your distribution, inject standard defensive flags into the build
environment:

# Security-hardened CFLAGS:
export CFLAGS="-O2 -pipe \

-fstack-protector-strong \
-fstack-clash-protection \
-D_FORTIFY_SOURCE=3 \
-fPIE \
-fno-plt \
-Wformat -Werror=format-security"

# Security-hardened LDFLAGS:
export LDFLAGS="-Wl,-O1 \

-Wl,--as-needed \
-Wl,-z,relro \
-Wl,-z,now \
-Wl,-z,noexecstack \
-pie"
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What These Flags Protect Against:

• -D_FORTIFY_SOURCE=3: Detects buffer overflows at compile time and runtime for functions
like memcpy, snprintf, and read.

• -fstack-clash-protection: Prevents stack clash exploits by generating probe instructions
when allocating large stack frames.

• -fno-plt: Resolves function pointers via the Global Offset Table (GOT) directly, eliminating
the Procedure Linkage Table (PLT) indirection to thwart ROP gadget chains.

Hermetic Build Isolation

Never compile packages with unrestricted Internet access! If a build script downloads third-party
dependencies dynamically (npm install, go get, pip install), it introduces unvetted upstream
code.

Build each package inside an isolated network namespace:

# Run build command in an isolated namespace without internet access:
$ unshare --net --user --map-root-user -- sh -c "make -j\$(nproc)"

All source dependencies and patches must be downloaded, cryptographically verified, and placed
into the build environment before compilation begins.
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Troubleshooting: Security Issues

When system hardening mechanisms are enforced, legitimate software can break due to strict con-
finement rules. Learning to distinguish security blocks from software bugs is vital.

1. SELinux Denials (avc: denied)

Symptom: Nginx fails to start or returns HTTP 403 Forbidden, even though file permissions are
set to 755 and owned by www-data.

Diagnosis: Inspect kernel audit logs:

# ausearch -m avc -ts recent
type=AVC msg=audit(1730000000.123:456): avc: denied { read } for pid=1420 comm="nginx"
name="index.html" dev="vda1" ino=134522
scontext=system_u:system_r:httpd_t:s0
tcontext=unconfined_u:object_r:user_home_t:s0 tclass=file permissive=0

Analysis: Nginx (httpd_t) attempted to read a file labeled with user_home_t. SELinux blocked
the read because web servers are forbidden from accessing user home directories.

Remedy: Relabel the file with the appropriate context:

# restorecon -Rv /var/www/html/
# Or set type explicitly:
# chcon -t httpd_sys_content_t /var/www/html/index.html

2. AppArmor Permission Denied

Symptom: OpenSSH logs fatal: Access denied by security policy.

Diagnosis: Inspect dmesg:

[ 140.210400] audit: type=1400 audit(1730000000.789:12): apparmor="DENIED"
operation="open" profile="/usr/sbin/sshd" name="/etc/ssh/custom_key"
pid=2310 comm="sshd" requested_mask="r" denied_mask="r" fsuid=0 ouid=0

Remedy: Edit /etc/apparmor.d/usr.sbin.sshd to grant read access to /etc/ssh/custom_key,
then reload:
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# apparmor_parser -r /etc/apparmor.d/usr.sbin.sshd

3. Buffer Overflow Caught by _FORTIFY_SOURCE

Symptom: An application crashes instantly with:

*** buffer overflow detected ***: terminated
Aborted (core dumped)

Analysis: This is not a crash; it is a successful defense! The application attempted to write more
bytes into a buffer than its allocated length. _FORTIFY_SOURCE intercepted the write and called
abort() before memory corruption could occur.

Remedy: Run the binary inside gdb with core dumps enabled to pinpoint the offending C source
code line:

$ gdb ./myprog core
(gdb) bt
#0 __GI_raise ()
#1 __GI_abort ()
#2 __libc_message ()
#3 __fortify_fail ()
#4 __strcpy_chk () at strcpy_chk.c:30
#5 0x0000000000401140 in main () at main.c:15

Inspect line 15 of main.c and replace unsafe strcpy() with bounded strncpy() or snprintf().
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Creating Bootable ISOs with xorriso

An ISO 9660 image was originally designed for read-only optical CD-ROM discs. However, mod-
ern users expect an .iso file to boot from optical discs, burn directly to USB flash drives (dd
if=image.iso of=/dev/sdX), and boot under both legacy BIOS and 64-bit UEFI firmware!

An image that satisfies all these contradictory requirements simultaneously is called a Hybrid ISO.
Generating a hybrid ISO requires the Swiss Army knife of optical media authoring: xorriso.

+-------------------------------------------------------------+
| Anatomy of a Modern Hybrid ISO |
| |
| Sector 0: Master Boot Record (MBR) |
| - Boot code for legacy BIOS |
| - Partition table mapping the ISO and ESP |
| Post-MBR Gap: GRUB Core Image (i386-pc) |
| |
| ISO 9660 Primary Volume: |
| ��� /boot/vmlinuz-byol |
| ��� /boot/initramfs-byol.img |
| ��� /byol/rootfs.squashfs (Compressed OS payload) |
| ��� /EFI/BOOT/BOOTX64.EFI (UEFI bootloader binary) |
| |
| El Torito Boot Record Catalog: |
| ��� Legacy BIOS Boot Catalog entry |
| ��� EFI Boot Catalog pointing to the embedded FAT ESP image |
+-------------------------------------------------------------+

The El Torito Specification

In 1994, Phoenix Technologies and IBM authored the El Torito specification to allow computers
to boot from CD-ROMs: - It defines a specialized directory in the ISO filesystem called the Boot
Catalog. - For BIOS, it points to an initial boot sector (such as ISOLINUX isolinux.bin or
GRUB eltorito.img). - For UEFI, it points to a partition image formatted as FAT32 containing
/EFI/BOOT/BOOTX64.EFI.

The Master xorriso Command

The command to assemble a hybrid bootable ISO combining BIOS and UEFI support is one of the
most sophisticated invocations in Linux administration:
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$ xorriso -as mkisofs \
-iso-level 3 \
-full-iso9660-filenames \
-volid "BYOL_LIVE" \
-appid "BYOL Linux Live Installer" \
-publisher "K19G" \
-eltorito-boot boot/grub/bios.img \
-eltorito-catalog boot/grub/boot.cat \
-no-emul-boot -boot-load-size 4 -boot-info-table \
--grub2-boot-info \

-eltorito-alt-boot \
-e EFI/boot/efiboot.img \
-no-emul-boot \
-isohybrid-gpt-basdat \

-output "byol-installer-x86_64.iso" \
iso-staging/

Explaining the Critical Flags:

• -volid "BYOL_LIVE": The filesystem volume label. Crucial: your initramfs /init script will
search for this label (LABEL=BYOL_LIVE) to locate its installation media!

• -eltorito-boot boot/grub/bios.img: Tells legacy BIOS systems where to find the Stage 1
bootloader.

• -e EFI/boot/efiboot.img: Specifies the FAT16/FAT32 floppy/hard-disk image containing
the UEFI bootloader.

• -isohybrid-gpt-basdat: Modifies the MBR and GPT partition headers so modern mother-
boards see the ISO as a valid bootable USB thumbdrive when written with dd or Rufus.
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Embedding the Bootloader, Kernel, and
SquashFS Filesystem

A Live installation ISO must compress a multi-gigabyte operating system into an image that can
run entirely in system RAM without touching the user’s hard drive. The core technology that
enables this is SquashFS combined with OverlayFS.

+-----------------------------------------------------------+
| The Live System Filesystem Stack |
| |
| [ Unified / View (Writable Root Filesystem) ] |
| | |
| +-----------------------+-----------------------+ |
| | | |
| v v |
| [ Upper Layer: tmpfs ] (RAM) [ Lower Layer ] |
| (Writes, new files, modified /etc) (Read-Only) |
| | |
| v |
| [ SquashFS Loopback ]
| (/byol/rootfs.squashfs)
+-----------------------------------------------------------+

Step 1: Compressing the RootFS with SquashFS

SquashFS is a highly compressed, read-only filesystem built directly into the Linux kernel
(CONFIG_SQUASHFS=y). It achieves extreme compression ratios (often exceeding 60-70% reduction
in size) using Zstandard (zstd) or XZ compression:

# Compressing the clean rootfs directory tree:
$ mksquashfs /mnt/target/ iso-staging/byol/rootfs.squashfs \

-comp zstd \
-Xcompression-level 19 \
-b 1048576 \
-noappend \
-wildcards \
-e "proc/*" -e "sys/*" -e "dev/*" -e "tmp/*"

A 6 GB operating system rootfs compresses down to approximately 1.8 GB!

198



Step 2: OverlayFS (Making Read-Only Writable)

Because SquashFS is strictly read-only, how can a live user create files in /home or install testing
software?

The initramfs uses the kernel’s OverlayFS driver to stack an in-memory writable tmpfs layer on
top of the read-only SquashFS mount:

# Inside the Live Initramfs /init script:
# 1. Mount the optical ISO or USB drive
mount -t iso9660 -o ro /dev/disk/by-label/BYOL_LIVE /mnt/cdrom

# 2. Mount the compressed SquashFS payload via loop device
mkdir -p /mnt/squashfs
mount -t squashfs -o loop /mnt/cdrom/byol/rootfs.squashfs /mnt/squashfs

# 3. Create writable memory overlay
mkdir -p /mnt/overlay/upper /mnt/overlay/work /newroot
mount -t tmpfs none /mnt/overlay

# 4. Combine them into a unified rootfs using OverlayFS
mount -t overlay overlay -o lowerdir=/mnt/squashfs,upperdir=/mnt/overlay/upper,workdir=/mnt/overlay/work /newroot

# 5. Switch into the writable live desktop!
exec switch_root /newroot /sbin/init

Now, any file modified by the user writes only to RAM (tmpfs), leaving the underlying SquashFS
payload pristine.
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Anaconda: The Fedora/RHEL Installer
Architecture

Anaconda is the installation system developed by Red Hat that powers Fedora, CentOS, Rocky
Linux, and Red Hat Enterprise Linux. It is widely considered the industry benchmark for complex
enterprise server and workstation installations.

+-----------------------------------------------------------+
| Anaconda Architecture |
| |
| 1. Storage Subsystem (blivet) |
| - Handles GPT, MBR, LVM2, Stratis, Btrfs, LUKS, RAID |
| |
| 2. Payload Management (pykickstart & dnf) |
| - Reads declarative Kickstart (.ks) automated manifests|
| - Resolves package groups via DNF/RPM API |
| |
| 3. User Interface Layer |
| - Graphical UI: GTK4 / modern WebUI (Cockpit-based) |
| - Text UI (TUI): Curses interface for headless consoles|
| |
| 4. System Configuration & Bootloader |
| - User creation, timezone, localization |
| - GRUB2 EFI / BIOS bootloader installation |
+-----------------------------------------------------------+

The Power of Declarative Kickstart (.ks)

In large-scale enterprise data centers, sysadmins never click through graphical installer wizards.
Anaconda pioneered automated headless installations via Kickstart files:

# sample-server.ks — Automated BYOL Enterprise Deployment
lang en_US.UTF-8
keyboard us
timezone UTC
rootpw --plaintext SuperSecretPassword123
reboot

# Partitioning schema
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zerombr
clearpart --all --initlabel
part /boot/efi --fstype=efi --size=512
part /boot --fstype=ext4 --size=1024
part pv.01 --grow --size=1

volgroup vg_system pv.01
logvol / --vgname=vg_system --size=20480 --name=lv_root --fstype=xfs
logvol /var --vgname=vg_system --size=10240 --name=lv_var --fstype=xfs
logvol swap --vgname=vg_system --recommended --name=lv_swap

# Package selection
%packages
@core
curl
openssh-server
nftables
-wireless-tools
%end

# Post-installation customization script
%post
echo "BYOL Automated Node Installed" > /etc/motd
systemctl enable sshd
%end

When an installation boots over PXE or virtual media with inst.ks=http://config-server/sample-server.ks,
Anaconda partitions the disks, formats LVM volumes, installs packages, applies post-install scripts,
and reboots automatically without human intervention.
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Calamares: A Distribution-Independent Installer

While Anaconda is tightly coupled to the Fedora/RPM ecosystem and Debian-Installer is tied to
debconf and dpkg, Calamares is the preeminent distribution-independent, modular installer
framework.

+-----------------------------------------------------------+
| Calamares Architecture |
| |
| [ Modern Qt6 / C++ Wizard Interface ] |
| | |
| v |
| [ Modular Execution Queue (settings.conf) ] |
| | |
| v |
| Phase 1: Welcome & Language Selection (welcome.conf) |
| Phase 2: Timezone & Geographic Region (locale.conf) |
| Phase 3: Keyboard Layout Mapping (keyboard.conf) |
| Phase 4: Disk Partitioning & LUKS FDE (partition.conf) |
| Phase 5: User & Password Creation (users.conf) |
| Phase 6: Unpack / rsync Payload (unpackfs.conf) |
| Phase 7: Bootloader Installation (bootloader.conf) |
| Phase 8: Finishing & Clean Reboot (finished.conf) |
+-----------------------------------------------------------+

Why Calamares is Ideal for Custom Distributions

1. Clean Separation of Concerns: Calamares does not care what package manager you use.
It can unpack a raw tarball, clone an existing SquashFS image, or call custom python scripts.

2. Modular Architecture: Modules are implemented in C++ or Python 3. You can replace,
reorder, or add custom installation steps by editing YAML/Python configurations.

3. Hardware Partitioning: Calamares integrates the robust KDE Partition Manager back-
end (KPMcore), supporting LUKS encryption, Btrfs subvolumes, ZFS, and manual partition
resizing out of the box.

Configuring Calamares for BYOL

Calamares is controlled by a top-level /etc/calamares/settings.conf file:
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# /etc/calamares/settings.conf
modules-search: [ local ]

sequence:
- show:

- welcome
- locale
- keyboard
- partition
- users
- summary

- exec:
- partition
- mount
- unpackfs
- machineid
- fstab
- locale
- keyboard
- localecfg
- users
- networkcfg
- bootloader
- umount

- show:
- finished

branding: byol
prompt-install: true
dont-chroot: false

In the unpackfs step, Calamares simply reads the running SquashFS layer from the live ISO and
streams it directly to the newly partitioned target disk. In less than 3 minutes, the user has installed
a clean copy of your distribution!
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Network Installation and Netbooting

In modern cloud environments, edge computing, and bare-metal server racks, attaching physical
USB thumbdrives is impractical. Operating systems must support Preboot Execution Environ-
ment (PXE) network booting.

+-----------------------------------------------------------+
| The PXE Boot Sequence |
| |
| 1. Client Machine Powers On |
| - NIC sends DHCP Discover with PXE options (Option 66/67)
| | |
| v |
| 2. DHCP Server Responds |
| - Allocates IP (192.168.1.150) |
| - Option 66 (Next Server): TFTP IP (192.168.1.10) |
| - Option 67 (Boot File): bootx64.efi or ipxe.efi |
| | |
| v |
| 3. TFTP Transfer |
| - Client downloads bootloader binary into memory |
| | |
| v |
| 4. HTTP / iPXE High-Speed Transfer |
| - Bootloader fetches vmlinuz and initramfs over HTTP |
| | |
| v |
| 5. Linux Kernel Boots |
| - Initramfs configures DHCP on eth0 |
| - Mounts rootfs over NFS or downloads live SquashFS |
| - Launches installer or automated agent |
+-----------------------------------------------------------+

iPXE: The Modern PXE Chainloader

Standard motherboard PXE implementations use TFTP (Trivial File Transfer Protocol). Be-
cause TFTP operates over UDP with lock-step packet acknowledgement, downloading a 2 GB
modern kernel and initramfs over TFTP can take over 45 minutes!

Modern distributions chainload iPXE: - iPXE adds HTTP, HTTPS, and DNS support to
network booting. - Downloads run at full 10-Gigabit or 25-Gigabit line rates via HTTP.
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Sample iPXE Boot Script (boot.ipxe)

#!ipxe
echo Booting BYOL Network Installer...
dhcp
kernel http://netboot.byol.org/boot/vmlinuz-byol ip=dhcp netboot=http://netboot.byol.org/byol/rootfs.squashfs quiet
initrd http://netboot.byol.org/boot/initramfs-byol.img
boot

Inside the initramfs, if the kernel command line contains netboot=http://..., the /init script
invokes curl or busybox wget to download rootfs.squashfs directly into a temporary tmpfs
RAM disk before mounting it via loopback.
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Live vs. Minimal ISO Strategies

When publishing an operating system, distribution maintainers typically offer two distinct installa-
tion image flavors:

+-----------------------------------------------------------+
| ISO Distribution Architecture |
| |
| Flavor Live ISO Image Minimal / NetInstall|
| --------------------------------------------------------- |
| Download Size ~1.5 GB - 3.5 GB ~150 MB - 600 MB |
| Desktop Session Full GUI before install Headless text CLI|
| Offline Install 100% self-contained Requires Internet|
| Package FreshnessStale packages frozen Always installs |
| at ISO release date latest packages |
| Target Use Case Desktop trials, repair Servers, custom |
| workstation rescue minimal setups |
+-----------------------------------------------------------+

Strategy 1: The Full Live ISO (Self-Contained)

A Live ISO boots directly into an interactive desktop environment (such as Sway or GNOME)
running from RAM: - Try Before You Install: Users can test Wi-Fi card compatibility, graphics
acceleration, audio drivers, and display scaling before touching their existing hard drives. - Offline
Reliability: Contains all packages, compilers, and dependencies. It can be installed on air-gapped
computers or remote locations with poor internet connectivity. - Rescue Environment: Serves
as a bootable technician’s toolkit containing gparted, ddrescue, chroot, testdisk, and fsck.

Strategy 2: The Minimal NetInstall ISO

A NetInstall ISO contains only the bare-minimum kernel, an initramfs, and the package manager
client: - Fast Download: Small download footprint (typically under 250 MB). - Zero Package
Staleness: During the installation phase, the installer connects directly to your package reposi-
tory mirrors over HTTPS and downloads the very latest package releases. When the user reboots
into their newly installed machine, zero package updates are pending. - Flexible Profiles: The
installer prompts the user with high-level profile options: “Install Minimal Server”, “Install De-
veloper Workstation”, or “Install Audio Production DAW”, downloading only the specific packages
chosen.
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Recommendation for BYOL

For the Chapter 13 Capstone Project, we build a Hybrid Live / Installer ISO: - An interactive
live environment containing our custom kernel, BusyBox/GNU core tools, and our custom package
manager (byol-pkg). - Allows both testing the system in live RAM mode and running an automated
installation script (byol-install) to format and install the OS onto a permanent disk.
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Troubleshooting: ISO and Installation Issues

Creating bootable ISO images is fraught with edge cases across different motherboard vendors and
firmware versions.

1. ISO Boots on BIOS but Freezes on UEFI

Symptom: The ISO boots perfectly inside legacy BIOS virtual machines, but modern UEFI
hardware reports:

Secure Boot Violation: Invalid Signature Detected
- or -
Drops immediately into the EFI Shell: Shell>

Root Cause: 1. The El Torito alternative boot catalog was missing the -isohybrid-gpt-basdat
parameter during xorriso execution. 2. The FAT filesystem image containing /EFI/BOOT/BOOTX64.EFI
was formatted incorrectly or corrupted.

Diagnostic Check: Inspect the generated ISO with fdisk:

$ fdisk -l byol-installer-x86_64.iso
Device Boot Start End Sectors Size Id Type
byol-installer-x86_64.iso1 * 0 4194303 4194304 2G 0 Empty
byol-installer-x86_64.iso2 1024 10239 9216 4.5M ef EFI (FAT-12/16/32)

If partition 2 with type ef EFI does not appear in the partition table, UEFI motherboards will
refuse to boot it from a USB drive!

2. Kernel Boots but Initramfs Fails to Find Installation Media

Symptom: The kernel loads, prints driver logs, and then halts:

[initramfs] Searching for installation media with label 'BYOL_LIVE'...
[initramfs] ERROR: Installation device not found!
/bin/sh: can't access tty; job control turned off
#

Root Cause: - USB 3.0 controller drivers (xhci_pci, xhci_hcd) take several hundred milliseconds
to detect plugged-in storage devices after the kernel initializes. If your /init script checks for the
disk immediately, the device node has not been populated yet! - The filesystem label set during
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xorriso -volid was BYOL_LIVE, but your /init script looked for BYOL_ISO or byol_live (case-
sensitive mismatch).

Remedy: Add an explicit settling loop in /init:

echo "[initramfs] Waiting for storage devices to settle..."
for i in 1 2 3 4 5; do

DEV=$(blkid -L "BYOL_LIVE" || true)
if [ -n "$DEV" ]; then

echo "[initramfs] Found installation media at $DEV"
mount -t iso9660 -o ro "$DEV" /mnt/cdrom
break

fi
sleep 1

done

3. Windows dd / Rufus Corrupting Hybrid ISOs

When users write an ISO to USB on Windows using tools like Rufus: - Advise users to select “Write
in DD Image mode” rather than “ISO Image mode”. - Writing in ISO Image mode attempts to
unpack the ISO into FAT32, altering directory structures and breaking symlinks. Writing in DD
mode performs an exact sector-by-sector clone, preserving hybrid MBR/GPT structures.
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Docker, LXC, and systemd-nspawn for Build
Environments

Compiling distribution packages directly on a personal workstation is dangerous: files installed
during testing can overwrite system libraries, and leftover host build dependencies can inadvertently
satisfy recipe requirements without being documented.

Modern distribution engineering mandates hermetic, disposable build environments.

+-----------------------------------------------------------+
| Build Environment Isolation Spectrum |
| |
| Tech Isolation Level Overhead Ideal For|
| --------------------------------------------------------- |
| chroot Basic mount split Near-zero LFS Pass 2|
| systemd-nspawn PID/Net/Mnt/IPC/UTS Minimal Arch / Void|
| Docker / Podman Container runtime Low CI Runners|
| QEMU / KVM MicroVM Full Hardware Hyperv Moderate Kernel QA |
+-----------------------------------------------------------+

systemd-nspawn: The Distro Maintainer’s Secret Weapon

While Docker is designed for long-running microservices, systemd-nspawn is engineered specifically
for testing operating system filesystems and bootstrapping chroots:

• Boots a full operating system container inside a target directory tree.
• Automatically virtualizes the PID tree, Mount tree, IPC queues, and hostname.
• Can mount the target rootfs completely ephemeral (--ephemeral / -x): any changes written

during the build are discarded automatically when the container exits, leaving the clean base
image untouched!

Using systemd-nspawn to Build a Package:

# 1. Bootstrap a clean base target directory using your distro tools:
# mkdir -p /var/lib/machines/byol-buildroot
# byol-pkg --root=/var/lib/machines/byol-buildroot install base-devel

# 2. Spawn an ephemeral, network-isolated container to build a recipe:
# systemd-nspawn \
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--directory=/var/lib/machines/byol-buildroot \
--ephemeral \
--bind=/home/builder/recipes/curl:/build \
--user=builduser \
--setenv=SOURCE_DATE_EPOCH=1730000000 \
/bin/sh -c "cd /build && byol-pack"

When the command completes, your newly compiled .byol package is placed into /home/builder/recipes/curl,
while the build root is restored to pristine condition in zero milliseconds via Btrfs/OverlayFS
snapshots.

Docker and Podman in CI

On hosted continuous integration platforms (GitHub Actions, GitLab CI), rootless podman or docker
provides containerized runners that compile individual packages in parallel matrix builds across
cloud virtual machines.
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CI Pipelines for Distro Building

Building an operating system is not a one-time event; it is an ongoing software factory. Whenever
a patch is submitted or an upstream security release is published, continuous integration pipelines
must rebuild, verify, and publish updated artifacts.

+-----------------------------------------------------------+
| Automated Distro CI/CD Architecture |
| |
| 1. Git Commit to Recipe Repo (e.g., bump curl to 8.5.1) |
| | |
| v |
| 2. Change Detection & Dependency Sorting |
| - Detect modified recipes in commit |
| - Compute topological sort (build libcurl before curl) |
| | |
| v |
| 3. Distributed Build Matrix |
| - Parallel build jobs: x86_64, aarch64, riscv64 |
| - Verify build against QA linting & checksec |
| | |
| v |
| 4. Repository Staging & Signing |
| - Atomic promotion to 'testing' repo pool |
| - Cryptographic signing with HSM / Minisign key |
| | |
| v |
| 5. Automated VM Smoke Test (Headless QEMU) |
| - Boot ephemeral VM, verify package upgrades, halt |
| | |
| v |
| 6. Production Promotion |
| - Rsync repository metadata to global mirrors |
+-----------------------------------------------------------+

Topological Build Ordering

If a pull request upgrades openssl, dozens of downstream packages (curl, python3, git, openvpn)
must be rebuilt against the new ABI.
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The CI orchestrator walks the dependency graph: 1. Builds openssl first inside the clean base
container. 2. Publishes the new openssl.byol package to a temporary local staging cache. 3.
Injects the newly compiled library into the buildroots of curl and git. 4. Compiles the downstream
packages in parallel.

Headless QEMU Smoke Testing in CI

Never publish packages without booting an actual test machine! In modern CI environments, you
can boot your custom ISO or target disk image inside a headless QEMU instance and capture exit
codes:

# Automated smoke test inside GitHub Actions runner:
$ qemu-system-x86_64 \

-enable-kvm \
-m 2G \
-kernel /build/vmlinuz \
-initrd /build/initramfs.img \
-append "console=ttyS0 byol.autotest=1 panic=5" \
-serial stdio \
-display none \
| tee boot.log

# Verify that boot completed successfully:
$ grep "BYOL System Initialized Successfully" boot.log

If the test kernel panics or init hangs, the CI pipeline fails immediately, preventing broken releases
from ever reaching user machines.
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Debian’s buildd Network

Debian maintains one of the largest and longest-running distributed compilation fleets in the history
of computing: the buildd (Build Daemon) network.

+-----------------------------------------------------------+
| Debian's buildd Architecture |
| |
| Maintainer uploads Source Package (.dsc + .orig.tar.xz) |
| | |
| v |
| Archive Master |
| | |
| v |
| Wanna-Build Database |
| (Tracks build states: Needs-Build, Building, Uploaded) |
| | |
| +------------------+------------------+ |
| | | | |
| v v v |
| buildd worker buildd worker buildd worker |
| (x86_64 node) (arm64 node) (riscv64 node) |
| | | | |
| v v v |
| [ sbuild: Isolated chroot clean build using schroot ] |
| | | | |
| +------------------+------------------+ |
| | |
| v |
| Compiled .deb uploaded -> Incoming queue -> Archive Pool |
+-----------------------------------------------------------+

wanna-build: The Central Scheduler

The heart of Debian’s infrastructure is wanna-build. It tracks package dependencies across ar-
chitectures: - When a source package is accepted into Debian unstable, wanna-build inspects
its Build-Depends list. - If all required development libraries for architecture arm64 are already
present in the archive, the package state moves to Needs-Build. - If a required library is missing
or currently being compiled, the package state transitions to BD-Uninstallable (Build-Depends
Uninstallable) and waits automatically.
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sbuild: Clean Chroot Builds

When an idle worker node picks up a build task: 1. It launches sbuild, which creates an isolated
LVM snapshot or tarball chroot. 2. It parses the source package’s debian/control file and executes
apt-get install to install only the specific packages declared in Build-Depends. 3. It compiles
the package as an unprivileged user (buildd). 4. Upon completion, the entire chroot is destroyed.
5. The resulting .deb binaries, build logs, and .buildinfo metadata are cryptographically signed
and uploaded back to the central archive.
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Fedora’s Koji Build System

In the RPM ecosystem, Fedora and Red Hat Enterprise Linux rely on Koji—a distributed, declara-
tive build system designed for high concurrency, cryptographic traceability, and multi-architecture
targets.

+-----------------------------------------------------------+
| Fedora Koji Architecture |
| |
| 1. Developer CLI / Web UI: `fedpkg build` / `koji build` |
| | |
| v |
| 2. Koji Hub (XML-RPC API daemon + PostgreSQL database) |
| - Authenticates maintainers via Kerberos / SSL certs |
| - Manages tags, targets, inheritance trees, and tasks |
| | |
| v |
| 3. Koji Builders (kojid daemon running on bare metal) |
| - Launches `mock` inside isolated chroot |
| - Installs minimal buildroot based on target tag |
| - Executes `rpmbuild -ba package.spec` |
| | |
| v |
| 4. Tagging & Inheritance System |
| - Tag: `f40-build` -> `f40-updates-candidate` -> `f40` |
+-----------------------------------------------------------+

Tag-Based Inheritance and Promotion

The hallmark of Koji is its tag inheritance model: - Every release has a build tag (e.g., f40-build)
that specifies exactly which RPM repository packages are visible to the compiler inside the mock
chroot. - When a package finishes building successfully, it is tagged as f40-updates-candidate. -
After passing automated openQA integration testing and receiving community karma in Fedora’s
Bodhi updates system, an administrator simply moves the tag pointer to f40-updates. - The
repository generation tool (createrepo_c) regenerates metadata dynamically based on the current
tags in PostgreSQL.
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mock: Hermetic RPM Building

At the worker layer, Koji invokes mock: - Creates an isolated chroot using Linux mount namespaces.
- Uses dnf to download and unpack a fresh RPM buildroot for each individual build. - Ensures zero
contamination between builds on the same physical server.
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Reproducible Builds Infrastructure at Scale

Building a few packages reproducibly on a laptop is manageable. Ensuring that an entire operating
system distribution—comprising tens of thousands of packages across multiple CPU architectures—
builds with bit-for-bit determinism at scale is an extraordinary engineering challenge.

+-----------------------------------------------------------+
| Reproducible Testing Fleet Architecture |
| |
| Target Source Package: curl-8.5.0 |
| | |
| +-----------------------+-----------------------+ |
| | | |
| v v |
| [ Builder Node A ] [ Builder Node B ]|
| - Hostname: build-node-01 - Hostname: node-nyc-99|
| - Timezone: UTC - Timezone: Asia/Tokyo |
| - Year: 2026 - Year: 2027 (Future!) |
| - CPU Cores: 16 - CPU Cores: 4 |
| - Filesystem: ext4 - Filesystem: btrfs |
| | | |
| v v |
| [ Binary A: sha256: 4a9f... ] [ Binary B: sha256: 4a9f... ]|
| | | |
| +-----------------------+-----------------------+ |
| | |
| v |
| [ diffoscope: Deep Structural Binary Diff ] |
| - If hashes match: REPRODUCIBLE (100% verified) |
| - If hashes differ: Detailed HTML inspection diff |
+-----------------------------------------------------------+

The “Variations” Testing Strategy

To prove that builds are genuinely deterministic and do not hide latent environmental dependen-
cies, the Debian and Arch Reproducible Builds initiatives intentionally inject aggressive variations
between two parallel build runs: 1. Clock Skew: Run B is executed with the system clock shifted
forward by several years. 2. Filesystem Collation: Run A runs on ext4; Run B runs on Btrfs with
different underlying inode allocation orders. 3. CPU Cores: Run A has 16 CPU cores available;
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Run B is restricted to 2 CPU cores. 4. Locales & Usernames: Run A builds under LANG=C as
user builder1; Run B builds under LANG=fr_FR.UTF-8 as user random_user_9921.

If the resulting binary packages are still bit-for-bit identical, the package is certified reproducible!

Diagnostic Diffing with diffoscope

When two builds produce different SHA256 hashes, standard diff is useless because it only reports
that binary files differ.

The Reproducible Builds project created diffoscope: - Recursively unpacks tarballs, .deb, .rpm,
.iso, and ELF binaries. - Disassembles compiled assembly code using objdump. - Decodes DWARF
debugging sections and highlights exact differences (e.g., showing a difference of 4 bytes in a times-
tamp header or an embedded build path).
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Troubleshooting: Build Infrastructure Issues

Operating a distributed build farm introduces failure modes distinct from standard software bugs:
storage exhaustion, zombie containers, and lock contention.

1. Out-of-Disk Space During Large C++ Builds (LLVM / WebKit)

Symptom: Worker nodes crash mid-build with:

fatal error: error writing to /tmp/ccXXXXXX.s: No space left on device

Yet df -h shows plenty of disk space on the root filesystem!

Root Cause: - Many modern Linux systems mount /tmp as a tmpfs (RAM disk) restricted to
50% of physical RAM. - Compiling massive projects like LLVM or Chromium with debug symbols
enabled (-g) can generate over 40 gigabytes of intermediate object files and compiler temporary
scratch space, filling /tmp in minutes.

Remedy: In your build runner configuration, explicitly redirect TMPDIR to a physical NVMe scratch
volume:

export TMPDIR="/var/cache/build-scratch"
mkdir -p "$TMPDIR"

2. Dynamic Memory Exhaustion by Parallel Linkers (ld OOM)

Symptom: During the final linking step of an executable, the build node freezes or the process
terminates with:

collect2: fatal error: ld terminated with signal 9 [Killed]

Root Cause: - GNU ld uses significant RAM when linking massive C++ binaries with full symbols.
- If you run make -j32 and 4 linkers fire simultaneously, they can consume over 64 GB of RAM,
triggering the kernel’s Out-Of-Memory (OOM) Killer.

Remedy: - Replace the legacy GNU bfd linker with modern high-performance linkers: lld (LLVM)
or mold (High-Performance Modern Linker): bash export LDFLAGS="-fuse-ld=mold" mold is
up to 10x faster than GNU ld and consumes a fraction of the resident memory.
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3. Orphaned Mounts & Leaked Loop Devices in Containers

Symptom: systemd-nspawn or chroot teardown fails with device is busy, leaving dozens of
abandoned /dev/loopX devices in /dev.

Remedy: - Before unmounting, ensure all lingering processes inside the rootfs namespace are
terminated: bash # fuser -k -m /mnt/buildroot # umount -R /mnt/buildroot - Clean
up dangling loopback attachments: bash # losetup -D
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Versioning Strategies: Rolling, Point Releases,
LTS

A distribution’s release model determines how software updates are scheduled, tested, and delivered
to end users. The ecosystem balances two opposing engineering forces: velocity (getting the latest
features and upstream fixes immediately) and predictability (guaranteeing that updates never
introduce breaking API changes).

+-------------------------------------------------------------+
| Release Engineering Models Compared |
| |
| Model Release Frequency Breaking Changes Target |
| ----------------------------------------------------------- |
| Rolling Continuous Occasional Arch, Void|
| Point (Fast) Every 6 Months At major boundary Fedora |
| Point (LTS) Every 2-5 Years Zero (Backports) Debian, |
| Ubuntu LTS|
+-------------------------------------------------------------+

1. The Continuous Rolling Release Model

In a pure rolling release (e.g., Arch Linux, openSUSE Tumbleweed, Void Linux): - There are no
discrete “version 1.0” or “version 2.0” releases. - The repository mirrors the latest stable upstream
releases. When Linux 6.11 or GNOME 47 is released upstream, it is packaged, tested in a staging
repo, and published directly to users. - Advantage: Users always run the newest software with
latest hardware drivers. - Maintenance Cost: High. Upstream ABI breaks require continuous
packaging adjustments.

2. Fixed Point Releases with LTS (Long Term Support)

In fixed lifecycle models (e.g., Debian Stable, Ubuntu LTS, Red Hat Enterprise Linux): - Every 2
to 5 years, the distribution freezes its package repository, thoroughly audits bugs, and cuts a major
release. - The Golden Rule of LTS: Never bump upstream minor or major versions during the
lifecycle of the release. If Debian 12 ships with PostgreSQL 15, PostgreSQL will remain on version
15 for the next 5 years. - Security vulnerabilities are resolved by backporting patches directly
into the existing package codebase, guaranteeing zero API breakages for production databases and
enterprise applications. - Advantage: Unshakable stability. System administrators can apply
security updates without fear of breaking running services. - Disadvantage: Software becomes
noticeably outdated over time.

236



3. Semantic Versioning for Custom Distros

For your custom BYOL distribution, we recommend starting with a staged rolling model: -
byol-core (Stable): Point release updated quarterly. - byol-testing (Testing): Rolling repos-
itory where new package builds bake for 7 days before promotion.
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Debian’s Release Process

Debian’s release engineering pipeline is renowned for delivering “The Universal Operating System”
with legendary stability. It relies on a multi-stage repository maturation workflow:

+-----------------------------------------------------------+
| Debian Repository Maturation |
| |
| 1. Experimental: Radical new software & unproven branches |
| | |
| v |
| 2. Unstable (Sid): Continuous landing zone for maintainers|
| | |
| v (Automatic 5-10 day aging + zero RC bugs) |
| 3. Testing (Trixie): Rolling staging ground for next LTS |
| | |
| v (The Release Freeze: Transition, Soft, Hard) |
| 4. Stable (Bookworm): Production release (Supported 3-5y) |
| | |
| v (Security Team Backports Only) |
| 5. Oldstable / LTS: Handed over to Debian LTS Team |
+-----------------------------------------------------------+

The Automatic Migration from Unstable to Testing

Debian packages do not move from unstable to testing manually. A software robot named
britney manages automated migration: - The package must be present in unstable for at least 5
days (or 2 days for urgent security uploads). - It must have been compiled successfully across all
officially supported release architectures. - It must have zero Release-Critical (RC) bugs filed
against it in the Debian Bug Tracking System (BTS). - Its installation must not break any existing
packages in testing.

The Three Phases of the Release Freeze

Approximately six months before a new Debian Stable release is published, the Release Team
institutes progressive freezes: 1. Transition Freeze: Maintainers are forbidden from starting new
library transitions that alter shared object sonames. 2. Soft Freeze: No new source packages can
enter testing. Only bugfix updates to existing packages are permitted. 3. Hard Freeze: Every
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individual package upload into testing requires explicit approval and review by the Debian Release
Team.

Once the total count of Release-Critical bugs reaches zero, the current testing branch is tagged as
stable.
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Arch Linux and the Rolling Model

Arch Linux represents the purest embodiment of the rolling release model. There are no release
freezes, no versioned upgrade cycles, and no point releases. Instead, the distribution operates as a
living, continuous stream of updates.

+-----------------------------------------------------------+
| Arch Linux Release Pipeline |
| |
| 1. Upstream Release Tag (e.g. Linux Kernel 6.10) |
| | |
| v |
| 2. Arch Package Maintainer updates PKGBUILD |
| | |
| v |
| 3. Uploaded to [core-testing] or [extra-testing] |
| - Maintainers and community test on physical hardware |
| | |
| v (After validation / signs-off) |
| 4. Promoted to [core] or [extra] Repositories |
| - Synchronized instantly to global mirrors |
| | |
| v |
| 5. End User executes `pacman -Syu` |
+-----------------------------------------------------------+

Soname Bumps & Rebuild Traversal

In a rolling release, when a fundamental shared library updates its Application Binary Interface
(ABI)—such as libpng bumping from libpng16.so.16 to libpng17.so.17—all dependent pack-
ages will break immediately if executed against the old library.

Arch solves this through rebuild lists: 1. When libpng is updated, the maintainer queries the
package database for all reverse dependencies: bash $ pactree -r libpng 2. The entire tree
of affected packages (feh, gimp, imagemagick) is rebuilt simultaneously in testing against the new
library. 3. The new library and all rebuilt packages are moved into the production [core] and
[extra] repositories in a single atomic transaction.
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The Arch User Repository (AUR)

One of Arch’s greatest innovations is the Arch User Repository (AUR): - A community-driven
git repository containing millions of PKGBUILD source build recipes. - Users compile software directly
on their machines rather than relying on pre-compiled binaries from the distribution maintainers. -
Provides a bridge for esoteric, proprietary, or bleeding-edge software without burdening the official
build infrastructure.
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Fedora’s Six-Month Cycle

Fedora balances cutting-edge upstream innovation with production stability by maintaining a dis-
ciplined six-month time-based release schedule (releasing every April and October).

+-----------------------------------------------------------+
| Fedora Six-Month Rhythm |
| |
| Month 1-3: Rawhide (Rolling development trunk) |
| - Feature development, mass rebuilds, compiler |
| upgrades (e.g. GCC 14, Python 3.13) |
| |
| Month 4: Branching & Bodhi Updates |
| - Branch f41 from Rawhide |
| - Bodhi update feedback system activated |
| |
| Month 5: Beta Freeze & openQA Automation |
| - Release Beta ISOs for public testing |
| - Automated openQA test matrix execution |
| |
| Month 6: Final GA (General Availability) Release |
| - Supported for ~13 months (N to N+2) |
+-----------------------------------------------------------+

Rawhide: The Unrestricted Proving Ground

Rawhide is Fedora’s rolling development branch: - Package maintainers continuously upload the
latest upstream versions. - If an update breaks Rawhide, it affects only developers and testers
who opt in. - Approximately 7 weeks before GA, Rawhide is branched into the versioned release
candidate (e.g., f41), and development on the next version begins immediately in Rawhide.

Bodhi: Community Feedback and Karma Gatekeeping

Fedora does not push package updates directly to users. All updates pass through Bodhi: - An
update enters updates-testing. - Users and automated CI systems run tests and cast positive (+1)
or negative (-1) karma. - Once an update achieves a threshold of positive karma (typically +3) or
remains in testing without negative feedback for 14 days, Bodhi automatically signs the RPM with
the official release key and publishes it to global mirrors.
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Community Management and Contribution
Workflows

A Linux distribution is more than compiled code; it is a collaborative community of software main-
tainers, packagers, documenters, and bug triagers. Without clear governance and contribution
pipelines, distributions collapse under maintenance fatigue.

+-----------------------------------------------------------+
| Distro Governance Layers |
| |
| 1. Core Technical Steering Committee (TSC / Release Team) |
| - Final decision on architecture, tools, and releases |
| |
| 2. Package Maintainers (Direct repository commit rights) |
| - Responsible for specific packages (e.g. kernel, X11) |
| |
| 3. Contributors & Packagers |
| - Submit recipe PRs / patches via Git Forge |
| |
| 4. Community Testers & Bug Hunters |
| - Test staging repositories and submit bug reports |
+-----------------------------------------------------------+

Designing the Git Recipe Monorepo

For small to medium distributions, managing thousands of individual git repositories (one per
package) creates massive administrative overhead.

A cleaner, modern approach is a single recipe monorepo (similar to Void Linux’s void-packages
or Alpine’s aports):

byol-packages/
��� .github/workflows/
� ��� build-and-test.yml
��� common/
� ��� build-helper.sh
� ��� makepkg.conf
��� packages/

��� bash/
� ��� BYOLBUILD

247



� ��� 0001-fix-path.patch
��� curl/
� ��� BYOLBUILD
��� linux/

��� BYOLBUILD
��� config-x86_64

Advantages of the Monorepo:

1. Atomic PRs: A contributor proposing a shared library upgrade (e.g., updating zlib) can
update the library recipe and all downstream rebuilt packages in a single pull request.

2. Unified Issue Tracking: Users file bug reports against a single centralized repository.
3. Automated CI Linting: A GitHub Actions or Forgejo runner can run shellcheck, parse

BYOLBUILD syntax, and execute test builds on every incoming PR.
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Backporting Security Patches

In a stable operating system distribution, when a critical Common Vulnerabilities and Exposures
(CVE) identifier is announced in an upstream project, you cannot simply update to the latest
upstream release if it introduces breaking API changes. Instead, maintainers must backport the
security patch.

+-----------------------------------------------------------+
| Backporting Workflow |
| |
| 1. Upstream Project fixes CVE-2024-XXXXX in v3.2.0 |
| - Commit: 9a4f21bc ("Fix buffer overflow in parse_url")|
| | |
| v |
| 2. Distro Maintainer inspects current stable package (v3.0.4)
| - Identifies code differences between v3.0.4 and v3.2.0 |
| | |
| v |
| 3. Cherry-Pick & Adapt Patch (`git cherry-pick -x`) |
| - Adjust line numbers, variable renames, and context |
| - Resolve merge conflicts cleanly |
| | |
| v |
| 4. Security Regression Test Suite |
| - Verify that proof-of-concept exploit is mitigated |
| - Verify that existing test suite passes 100% |
| | |
| v |
| 5. Release Security Advisory (BYOL-SA-2026-0042) |
| - Publish patched package: v3.0.4-1+deb12u1 |
+-----------------------------------------------------------+

Practical Backporting Walkthrough

Suppose upstream curl releases a patch fixing a critical heap corruption vulnerability in commit
a8f9c12.
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Step 1: Export the Upstream Patch

$ git clone https://github.com/curl/curl.git
$ cd curl
$ git format-patch -1 a8f9c12 -o /tmp/patches/

Step 2: Apply to Distro Recipe Source

Inside your distribution’s package build directory:

$ cd curl-8.5.0
$ patch -Np1 --dry-run -i /tmp/patches/0001-fix-heap-corruption.patch

If the patch applies cleanly without rejects (.rej), add the patch file to your BYOLBUILD recipe’s
source array and bump the package release number:

pkgver="8.5.0"
pkgrel=2 # Bumped for security patch!

Step 3: Resolving Patch Rejects

If the patch fails with Hunk #1 FAILED at 142: - Inspect 0001-fix-heap-corruption.patch.rej
to view the rejected lines. - Open the offending C file and review the surrounding context: upstream
may have refactored a function signature or added new fields in intermediate releases. - Manually
edit the patch to match your version’s exact code context.
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Troubleshooting: Release Engineering Issues

Release engineering touches git branches, mirror networks, signing keys, and package managers
across thousands of live client machines.

1. Accidental Epoch Reversals

Symptom: Upstream renames their versioning scheme (e.g., from 1.10.0 to 2024.1, or from date-
based 20240101 to semantic 1.0.0). When users run their package manager, the system refuses to
upgrade because mathematically, 1.0.0 < 20240101!

Remedy: In Debian, RPM, and Pacman packaging standards, version comparisons support an
Epoch prefix:

Epoch: 1
Version: 1.0.0
Full Version String: 1:1.0.0

Any package with Epoch 1: is always considered newer than a package with no epoch (Epoch 0:),
regardless of how low the version number is.

2. Broken Shared Object Sonames (abi-compliance-checker)

Symptom: After an updated library package is deployed, third-party applications crash on launch
with undefined symbol.

Root Cause: Upstream introduced an accidental breaking change in their C++ ABI or re-
moved a deprecated function without bumping their shared object soname (libfoo.so.2 remained
libfoo.so.2 instead of bumping to libfoo.so.3).

Remedy: Integrate abi-compliance-checker or libabigail into your CI testing pipeline:

$ abidiff --dump-diff-tree old_libfoo.so new_libfoo.so

If the tool detects removed symbols or altered data structure alignments, reject the package until
downstream packages can be rebuilt or upstream addresses the ABI regression.
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3. Compromised Repository Signing Keys

If a private repository signing key is leaked or compromised: 1. Immediately revoke the key and
generate a new master signing keypair. 2. Publish an emergency update through existing signed
channels updating the distribution’s trusted keyring package (byol-keyring). 3. Re-sign all valid
repository metadata with the new key.
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Defining Goals and Choosing Components

Welcome to the Capstone Project. Across the previous twelve chapters, we analyzed the theory,
architecture, and engineering trade-offs of modern Linux subsystems. In this chapter, we synthesize
these lessons into an end-to-end, bootable operating system built from source: BYOL (Build
Your Own Linux).

+-------------------------------------------------------------+
| BYOL Capstone Architecture |
| |
| Operating System Name: BYOL Linux |
| CPU Architecture: x86_64 |
| C Standard Library: musl-libc (Ultra-lean & secure) |
| Core Utilities: BusyBox + Selected GNU tools |
| Linux Kernel: Upstream 6.10 Longterm Branch |
| Init & Service Management: OpenRC / BusyBox Init |
| Storage & Early Boot: Custom Initramfs + OverlayFS |
| Package Manager: byol-pkg (JSON repo + zstd tar) |
| Installation Media: Hybrid BIOS/UEFI Live ISO |
| Testing Harness: QEMU / KVM Virtualization |
+-------------------------------------------------------------+

Architectural Design Principles

For our capstone distribution, we balance transparency, compilation speed, and production rigor:

1. Lightweight & Fast Compilation: By choosing musl-libc and a hybrid BusyBox/GNU
userland, the entire operating system compiles in under 45 minutes on a modern 8-core com-
puter, avoiding the 10+ hour build times of full enterprise distributions.

2. Strict Independence: The target distribution contains zero dynamic linkages to the host
operating system. It boots autonomously on physical silicon or virtual machines.

3. Reproducible ISO Output: The entire build pipeline is codified into deterministic shell
scripts and recipes that can run unattended inside continuous integration environments.

Let us begin by establishing the isolated build environment.
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Setting Up the Build Environment

A successful build requires a dedicated workspace directory on your host workstation, sanitized
environment variables, and essential host build utilities.

Step 1: Workspace Directory Structure

Create a dedicated directory with adequate free storage (at least 30 GB):

$ export BYOL_ROOT="$HOME/byol-workspace"
$ mkdir -p "$BYOL_ROOT"/{sources,tools,sysroot,build,iso-staging}
$ cd "$BYOL_ROOT"

Directory roles: - sources/: Pristine downloaded tarballs and patches. - tools/: The host-resident
cross-compiler toolchain (x86_64-byol-linux-musl-gcc). - sysroot/: The target operating sys-
tem root filesystem tree. - build/: Temporary scratch directories where packages are compiled. -
iso-staging/: The layout used by xorriso to generate the final bootable ISO.

Step 2: Defining Target Triples & Environment Variables

Create an environment configuration file: env.sh:

# $BYOL_ROOT/env.sh
export BYOL_ROOT="$HOME/byol-workspace"
export ARCH="x86_64"
export TARGET="${ARCH}-byol-linux-musl"
export TOOLS="$BYOL_ROOT/tools"
export SYSROOT="$BYOL_ROOT/sysroot"

# Ensure our custom cross-compiler takes precedence over host tools
export PATH="$TOOLS/bin:$PATH"

# Sanitize compiler and linker environment
unset CFLAGS CXXFLAGS LDFLAGS
export LC_ALL=POSIX

# Parallel build speed
export MAKEFLAGS="-j$(nproc)"
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Source this file in every build terminal session:

$ source "$BYOL_ROOT/env.sh"

Step 3: Downloading Source Archives

Download verified tarballs into $BYOL_ROOT/sources:

$ cd "$BYOL_ROOT/sources"

# 1. Linux Kernel
wget https://cdn.kernel.org/pub/linux/kernel/v6.x/linux-6.10.2.tar.xz

# 2. Binutils & GCC
wget https://ftp.gnu.org/gnu/binutils/binutils-2.42.tar.xz
wget https://ftp.gnu.org/gnu/gcc/gcc-14.1.0/gcc-14.1.0.tar.xz
wget https://ftp.gnu.org/gnu/gmp/gmp-6.3.0.tar.xz
wget https://ftp.gnu.org/gnu/mpfr/mpfr-4.2.1.tar.xz
wget https://ftp.gnu.org/gnu/mpc/mpc-1.3.1.tar.gz

# 3. musl C library
wget https://musl.libc.org/releases/musl-1.2.5.tar.gz

# 4. BusyBox
wget https://busybox.net/downloads/busybox-1.36.1.tar.bz2

Verify SHA256 checksums before proceeding to ensure archive integrity.

260



Cross-Compilation Toolchain Setup

261



Cross-Compilation Toolchain Setup

In this section, we compile our isolated cross-compiler: $TOOLS/bin/$TARGET-gcc. This compiler
runs on the host but emits binaries for our target system.

+-----------------------------------------------------------+
| Toolchain Construction Sequence |
| |
| 1. Linux Kernel Headers -> Staged into $SYSROOT/usr/include
| 2. GNU Binutils (Pass 1) -> Installed into $TOOLS |
| 3. GCC (Pass 1 / Static) -> Basic C compiler |
| 4. musl-libc -> C standard library in $SYSROOT|
| 5. GCC (Pass 2 / Shared) -> Full compiler with libgcc_s |
+-----------------------------------------------------------+

Step 1: Install Linux Kernel API Headers

Kernel headers provide the system call interfaces needed by the C library:

$ cd "$BYOL_ROOT/build"
$ tar -xf "$BYOL_ROOT/sources/linux-6.10.2.tar.xz"
$ cd linux-6.10.2
$ make mrproper
$ make headers_install INSTALL_HDR_PATH="$SYSROOT/usr"

Verify that <linux/unistd.h> and <asm/types.h> exist inside $SYSROOT/usr/include.

Step 2: Compile Cross-Binutils (Pass 1)

$ cd "$BYOL_ROOT/build"
$ tar -xf "$BYOL_ROOT/sources/binutils-2.42.tar.xz"
$ mkdir -p binutils-build && cd binutils-build

$ ../binutils-2.42/configure \
--prefix="$TOOLS" \
--with-sysroot="$SYSROOT" \
--target="$TARGET" \
--disable-nls \
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--disable-werror \
--enable-gold \
--enable-plugins

$ make $MAKEFLAGS
$ make install

Verify that $TOOLS/bin/$TARGET-as and $TOOLS/bin/$TARGET-ld are available.

Step 3: Compile GCC (Pass 1 - Static / Bootstrap)

Prepare GCC prerequisites:

$ cd "$BYOL_ROOT/build"
$ tar -xf "$BYOL_ROOT/sources/gcc-14.1.0.tar.xz"
$ cd gcc-14.1.0
$ tar -xf "$BYOL_ROOT/sources/mpfr-4.2.1.tar.xz" && mv mpfr-4.2.1 mpfr
$ tar -xf "$BYOL_ROOT/sources/gmp-6.3.0.tar.xz" && mv gmp-6.3.0 gmp
$ tar -xf "$BYOL_ROOT/sources/mpc-1.3.1.tar.gz" && mv mpc-1.3.1 mpc
$ cd ..

$ mkdir -p gcc-build && cd gcc-build
$ ../gcc-14.1.0/configure \

--target="$TARGET" \
--prefix="$TOOLS" \
--with-sysroot="$SYSROOT" \
--without-headers \
--disable-nls \
--disable-shared \
--disable-threads \
--disable-libatomic \
--disable-libgomp \
--disable-libquadmath \
--disable-libssp \
--disable-libvtv \
--enable-languages=c

$ make all-gcc all-target-libgcc $MAKEFLAGS
$ make install-gcc install-target-libgcc

Step 4: Compile musl-libc

Now compile the target C library using our newly minted $TARGET-gcc:
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$ cd "$BYOL_ROOT/build"
$ tar -xf "$BYOL_ROOT/sources/musl-1.2.5.tar.gz"
$ cd musl-1.2.5

$ CC="$TARGET-gcc" ./configure \
--prefix=/usr \
--syslibdir=/lib \
--target="$TARGET"

$ make $MAKEFLAGS
$ make DESTDIR="$SYSROOT" install

Step 5: Test the Cross-Toolchain

Verify that our cross-compiler can build a clean dynamic binary targeting the sysroot:

$ cat << 'EOF' > test.c
#include <stdio.h>
int main() {

printf("Hello from BYOL Toolchain!\n");
return 0;

}
EOF

$ $TARGET-gcc test.c -o test
$ file test
test: ELF 64-bit LSB pie executable, x86-64, version 1 (SYSV), dynamically linked, interpreter /lib/ld-musl-x86_64.so.1

Success! The toolchain is fully isolated and operational.
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Kernel and Initramfs Construction

In this stage, we configure and compile the Linux kernel and construct an early-userspace initramfs
designed to boot the live ISO.

Step 1: Kernel Configuration

Navigate to the kernel source directory:

$ cd "$BYOL_ROOT/build/linux-6.10.2"
$ make defconfig

Enable critical options using kernel configuration scripts:

# Enable devtmpfs automatic dev nodes
scripts/config --enable CONFIG_DEVTMPFS
scripts/config --enable CONFIG_DEVTMPFS_MOUNT

# Enable OverlayFS and SquashFS for live ISO
scripts/config --enable CONFIG_OVERLAY_FS
scripts/config --enable CONFIG_SQUASHFS
scripts/config --enable CONFIG_SQUASHFS_ZSTD
scripts/config --enable CONFIG_SQUASHFS_XZ

# Enable ISO 9660 filesystem
scripts/config --enable CONFIG_ISO9660_FS

# Enable QEMU VirtIO drivers for testing
scripts/config --enable CONFIG_VIRTIO
scripts/config --enable CONFIG_VIRTIO_PCI
scripts/config --enable CONFIG_VIRTIO_BLK
scripts/config --enable CONFIG_VIRTIO_NET
scripts/config --enable CONFIG_VIRTIO_CONSOLE

# Custom distro release identifier
scripts/config --set-str CONFIG_LOCALVERSION "-byol-capstone"

Update .config with defaults for newly selected options:

$ make olddefconfig
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Step 2: Kernel Compilation

Compile the compressed kernel image (bzImage):

$ make $MAKEFLAGS bzImage
$ make $MAKEFLAGS modules

# Stage kernel binary into ISO staging tree
$ mkdir -p "$BYOL_ROOT/iso-staging/boot"
$ cp arch/x86/boot/bzImage "$BYOL_ROOT/iso-staging/boot/vmlinuz"

Step 3: Constructing the Live Initramfs

The initramfs discovers the live USB/CD media, mounts the SquashFS rootfs, creates a writable
OverlayFS RAM layer, and invokes /sbin/init.

$ mkdir -p "$BYOL_ROOT/build/initramfs"/{bin,sbin,dev,proc,sys,mnt,newroot}
$ cd "$BYOL_ROOT/build/initramfs"

# Install static BusyBox binary into initramfs
$ cp "$SYSROOT/bin/busybox" bin/
$ chmod +s bin/busybox
$ cd bin
$ ln -s busybox sh
$ ln -s busybox mount
$ ln -s busybox blkid
$ ln -s busybox switch_root
$ ln -s busybox sleep
$ cd ..

Write the master /init script:

#!/bin/sh
# /init — BYOL Live ISO Early Userspace
PATH=/bin:/sbin

mount -t proc none /proc
mount -t sysfs none /sys
mount -t devtmpfs none /dev

echo "=========================================="
echo " BYOL Linux 1.0 (Live Environment) "
echo "=========================================="

echo "[initramfs] Locating installation media..."
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CDROM=""
for i in 1 2 3 4 5; do

CDROM=$(blkid -L "BYOL_LIVE" || true)
[ -n "$CDROM" ] && break
sleep 1

done

if [ -z "$CDROM" ]; then
echo "[initramfs] FATAL: Media with label BYOL_LIVE not found!"
exec /bin/sh

fi

echo "[initramfs] Found media at $CDROM. Mounting..."
mkdir -p /mnt/cdrom /mnt/squashfs /mnt/overlay/upper /mnt/overlay/work
mount -t iso9660 -o ro "$CDROM" /mnt/cdrom

echo "[initramfs] Mounting compressed OS payload..."
mount -t squashfs -o loop /mnt/cdrom/byol/rootfs.squashfs /mnt/squashfs

echo "[initramfs] Establishing writable OverlayFS in RAM..."
mount -t tmpfs -o size=1G none /mnt/overlay
mount -t overlay overlay -o lowerdir=/mnt/squashfs,upperdir=/mnt/overlay/upper,workdir=/mnt/overlay/work /newroot

# Clean up mounts before switch_root
umount /proc
umount /sys
umount /dev

echo "[initramfs] Pivoting to live root filesystem..."
exec switch_root /newroot /sbin/init

Ensure /init is executable:

$ chmod +x "$BYOL_ROOT/build/initramfs/init"

Pack into a compressed CPIO archive:

$ cd "$BYOL_ROOT/build/initramfs"
$ find . -print0 | cpio --null --create --format=newc | gzip -9 > "$BYOL_ROOT/iso-staging/boot/initramfs.img"
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Core Package Installation into Target RootFS

Now we construct the actual operating system filesystem that will be compressed into
rootfs.squashfs.

Step 1: Base Filesystem Skeleton

Create the standard FHS directory structure with modern Usr-Merge symlinks:

$ mkdir -p "$SYSROOT"/{etc,root,home,proc,sys,dev,tmp,run,var}
$ mkdir -p "$SYSROOT"/usr/{bin,lib,share}
$ mkdir -p "$SYSROOT"/var/{log,cache,lib}

# Establish the Usr-Merge
$ cd "$SYSROOT"
$ ln -sf usr/bin bin
$ ln -sf usr/bin sbin
$ ln -sf usr/lib lib
$ ln -sf usr/bin usr/sbin

Step 2: Compile & Install BusyBox

BusyBox provides our core command suite (ls, cat, grep, sh, vi, tar):

$ cd "$BYOL_ROOT/build"
$ tar -xf "$BYOL_ROOT/sources/busybox-1.36.1.tar.bz2"
$ cd busybox-1.36.1
$ make defconfig

# Cross-compile against musl toolchain
$ make CROSS_COMPILE="${TARGET}-" $MAKEFLAGS
$ make CROSS_COMPILE="${TARGET}-" CONFIG_PREFIX="$SYSROOT" install

Step 3: Base System Configuration Files

Create standard Unix identity and host configuration files:
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# /etc/passwd
cat << 'EOF' > "$SYSROOT/etc/passwd"
root:x:0:0:root:/root:/bin/sh
daemon:x:1:1:daemon:/usr/sbin:/bin/false
nobody:x:65534:65534:nobody:/nonexistent:/bin/false
EOF

# /etc/group
cat << 'EOF' > "$SYSROOT/etc/group"
root:x:0:
daemon:x:1:
wheel:x:10:root
video:x:27:
audio:x:29:
nobody:x:65534:
EOF

# /etc/shadow (root with empty password for instant live login)
cat << 'EOF' > "$SYSROOT/etc/shadow"
root:::0:99999:7:::
daemon:*:19000:0:99999:7:::
nobody:*:19000:0:99999:7:::
EOF
chmod 600 "$SYSROOT/etc/shadow"

# /etc/hostname
echo "byol-box" > "$SYSROOT/etc/hostname"

# /etc/inittab
cat << 'EOF' > "$SYSROOT/etc/inittab"
::sysinit:/etc/init.d/rcS
tty1::respawn:/sbin/getty 38400 tty1
ttyS0::respawn:/sbin/getty -L ttyS0 115200 vt100
::ctrlaltdel:/sbin/reboot
::shutdown:/etc/init.d/rcK
EOF

# /etc/init.d/rcS
cat << 'EOF' > "$SYSROOT/etc/init.d/rcS"
#!/bin/sh
mount -t proc none /proc
mount -t sysfs none /sys
mount -t devtmpfs none /dev
echo /sbin/mdev > /proc/sys/kernel/hotplug
mdev -s
hostname -F /etc/hostname
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ifconfig lo 127.0.0.1 up
echo "=========================================="
echo " Welcome to BYOL Linux 1.0 (Rolling) "
echo "=========================================="
EOF
chmod +x "$SYSROOT/etc/init.d/rcS"

Step 4: Compressing into SquashFS

Now compress the staged rootfs into the live payload:

$ mkdir -p "$BYOL_ROOT/iso-staging/byol"
$ mksquashfs "$SYSROOT" "$BYOL_ROOT/iso-staging/byol/rootfs.squashfs" \

-comp zstd \
-b 1048576 \
-noappend

The entire operating system payload is now staged.
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Bootloader Configuration

To make our ISO bootable across both legacy BIOS and modern 64-bit UEFI machines, we configure
GRUB 2 with dual payload support.

+-----------------------------------------------------------+
| ISO Bootloader Staging |
| |
| $BYOL_ROOT/iso-staging/ |
| ��� boot/ |
| � ��� vmlinuz |
| � ��� initramfs.img |
| � ��� grub/ |
| � ��� grub.cfg (Boot menu definition) |
| � ��� bios.img (BIOS El Torito boot image) |
| � ��� boot.cat |
| ��� EFI/ |
| � ��� boot/ |
| � ��� efiboot.img (Embedded FAT32 ESP image) |
| ��� byol/ |
| ��� rootfs.squashfs |
+-----------------------------------------------------------+

Step 1: Writing grub.cfg

Create the GRUB configuration file:

# $BYOL_ROOT/iso-staging/boot/grub/grub.cfg
set timeout=5
set default=0

menuentry "BYOL Linux 1.0 (Live Environment)" {
set gfxpayload=keep
linux /boot/vmlinuz quiet console=tty0 console=ttyS0,115200
initrd /boot/initramfs.img

}

menuentry "BYOL Linux 1.0 (Rescue Debug Shell)" {
set gfxpayload=keep
linux /boot/vmlinuz debug init=/bin/sh console=tty0 console=ttyS0,115200
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initrd /boot/initramfs.img
}

Step 2: Creating the UEFI ESP Floppy Image (efiboot.img)

UEFI motherboards read the El Torito boot catalog and expect an embedded FAT filesystem
containing /EFI/BOOT/BOOTX64.EFI:

$ mkdir -p "$BYOL_ROOT/iso-staging/EFI/boot"

# 1. Create a 10 MB blank image formatted as FAT16
$ dd if=/dev/zero of="$BYOL_ROOT/iso-staging/EFI/boot/efiboot.img" bs=1M count=10
$ mkfs.vfat "$BYOL_ROOT/iso-staging/EFI/boot/efiboot.img"

# 2. Mount the image temporarily
$ mkdir -p /tmp/esp
$ mount -o loop "$BYOL_ROOT/iso-staging/EFI/boot/efiboot.img" /tmp/esp

# 3. Generate standalone GRUB UEFI binary using host grub-mkstandalone:
$ mkdir -p /tmp/esp/EFI/BOOT
$ grub-mkstandalone -O x86_64-efi \

-o /tmp/esp/EFI/BOOT/BOOTX64.EFI \
"boot/grub/grub.cfg=$BYOL_ROOT/iso-staging/boot/grub/grub.cfg"

# 4. Unmount the image
$ umount /tmp/esp

Step 3: Generating the BIOS Boot Image

Generate the legacy BIOS El Torito boot image:

$ grub-mkstandalone -O i386-pc \
-o "$BYOL_ROOT/iso-staging/boot/grub/bios.img" \
"boot/grub/grub.cfg=$BYOL_ROOT/iso-staging/boot/grub/grub.cfg"

The bootloader staging tree is now prepared for ISO authoring.
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ISO Creation and Testing

In this milestone, we invoke xorriso to generate the bootable hybrid ISO image and launch it inside
a QEMU virtualized test harness.

Step 1: Generating the Hybrid ISO Image

Execute xorriso from the workspace root:

$ cd "$BYOL_ROOT"

$ xorriso -as mkisofs \
-iso-level 3 \
-full-iso9660-filenames \
-volid "BYOL_LIVE" \
-appid "BYOL Linux Live OS" \
-publisher "K19G" \
-eltorito-boot boot/grub/bios.img \
-eltorito-catalog boot/grub/boot.cat \
-no-emul-boot -boot-load-size 4 -boot-info-table \
--grub2-boot-info \

-eltorito-alt-boot \
-e EFI/boot/efiboot.img \
-no-emul-boot \
-isohybrid-gpt-basdat \

-output "$BYOL_ROOT/byol-1.0-x86_64.iso" \
iso-staging/

Check the size and file metadata:

$ ls -lh "$BYOL_ROOT/byol-1.0-x86_64.iso"
-rw-r--r-- 1 builder builder 84M Oct 29 12:00 byol-1.0-x86_64.iso

In under 100 megabytes, you have assembled an entire self-contained, bootable operating system!

Step 2: Testing under QEMU (BIOS Mode)

Launch the ISO in a virtual machine using QEMU with KVM acceleration:
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$ qemu-system-x86_64 \
-enable-kvm \
-m 2G \
-smp 2 \
-cdrom "$BYOL_ROOT/byol-1.0-x86_64.iso" \
-boot d \
-serial stdio

You should see: 1. The GRUB boot menu appear. 2. The kernel decompress and ini-
tialize memory. 3. The initramfs locate the BYOL_LIVE media. 4. OverlayFS mount in
RAM. 5. switch_root execute cleanly into /sbin/init. 6. The login prompt appear:
text ========================================== Welcome to BYOL Linux 1.0
(Rolling) ========================================== byol-box login:
root # uname -a Linux byol-box 6.10.2-byol-capstone #1 SMP PREEMPT x86_64
Linux

Step 3: Testing under UEFI Mode with OVMF

To verify UEFI boot compliance, test with Tianocore OVMF firmware:

$ qemu-system-x86_64 \
-enable-kvm \
-m 2G \
-bios /usr/share/ovmf/OVMF.fd \
-cdrom "$BYOL_ROOT/byol-1.0-x86_64.iso" \
-boot d

Confirm that the system boots directly via the EFI System Partition without warnings.
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Documentation, Branding, and Publishing

A successful distribution requires clear documentation, recognizable visual branding, and reliable
mirror publishing.

1. System Branding (/etc/os-release)

The systemd and freedesktop.org specification mandates /etc/os-release (and symlinked
/usr/lib/os-release) to identify the operating system to utilities like neofetch, hostnamectl,
and system tools:

# /etc/os-release
NAME="BYOL Linux"
PRETTY_NAME="BYOL Linux 1.0 (Rolling)"
ID=byol
ID_LIKE=alpine
VERSION="1.0"
VERSION_ID="1.0"
HOME_URL="https://github.com/kanthi/books"
SUPPORT_URL="https://github.com/kanthi/books/issues"
BUG_REPORT_URL="https://github.com/kanthi/books/issues"
LOGO="byol-logo"
ANSI_COLOR="0;34"

2. Issue Banner and Welcome MOTD

Configure /etc/issue to display a branded ASCII logo before the login prompt on virtual con-
soles:

____ __ ______ __
/ __ \/ / / / __ \/ /
/ /_/ / /_/ / /_/ / /

/ ____/\__, /\____/_/
/_/ /____/
BYOL Linux 1.0 (\l) - \m (\s \r)
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3. Publishing Checksums and Signatures

When publishing your generated ISO to public web mirrors or GitHub releases, publish crypto-
graphic checksums and signatures so users can verify download integrity:

# 1. Generate SHA256 and SHA512 checksums:
$ sha256sum byol-1.0-x86_64.iso > SHA256SUMS
$ sha512sum byol-1.0-x86_64.iso > SHA512SUMS

# 2. Cryptographically sign the checksums with your release key:
$ gpg --armor --detach-sign --output SHA256SUMS.sig SHA256SUMS

Users verify their download with a single command:

$ sha256sum -c SHA256SUMS
byol-1.0-x86_64.iso: OK

Your custom Linux distribution is now officially published!
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Troubleshooting: Capstone Project Issues

During the assembly and boot testing of your custom distribution, you may encounter subtle inte-
gration bugs. Here is the field guide to diagnosing and fixing the most common issues:

1. Initramfs Dropping into Shell: Media not found

Symptom:

[initramfs] Locating installation media...
[initramfs] FATAL: Media with label BYOL_LIVE not found!

Diagnostic Flow: 1. In the rescue shell, run: sh # cat /proc/partitions # blkid
2. If blkid outputs nothing: the kernel lacks the driver for the storage bus. Verify that
CONFIG_ISO9660_FS=y, CONFIG_BLK_DEV_SR=y (SCSI CD-ROM), and CONFIG_VIRTIO_BLK=y are
enabled in your kernel .config. 3. If blkid lists /dev/sr0 without a label: re-run xorriso with
-volid "BYOL_LIVE" explicitly set.

2. Kernel Panic: Attempted to kill init! exitcode=0x0000007f

Symptom:

[ 2.100120] Kernel panic - not syncing: Attempted to kill init! exitcode=0x0000007f

Root Cause: Exit code 0x7f in POSIX corresponds to 127 (Command Not Found). - The
dynamic linker (/lib/ld-musl-x86_64.so.1 or /lib64/ld-linux-x86-64.so.2) is missing from
the SquashFS rootfs. - Or /sbin/init is a symlink pointing to a relative path that does not exist.

Remedy: Unpack your rootfs.squashfs with unsquashfs and inspect /sbin/init:

$ readelf -l squashfs-root/bin/busybox | grep interpreter
[Requesting program interpreter: /lib/ld-musl-x86_64.so.1]

$ ls -l squashfs-root/lib/ld-musl-x86_64.so.1

Ensure the dynamic linker exists at the exact path requested by the binary.
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3. BusyBox Login Prompt Re-Spawning in Infinite Loop

Symptom: The console floods continuously with:

byol-box login:
byol-box login:
byol-box login:

Root Cause: In /etc/inittab, tty1::respawn:/sbin/getty 38400 tty1 was spawned, but the
device node /dev/tty1 does not exist or cannot be opened as a controlling terminal.

Remedy: - Ensure CONFIG_DEVTMPFS=y and CONFIG_DEVTMPFS_MOUNT=y are compiled into the ker-
nel. - In your initramfs /init script, ensure /dev is mounted before pivot, or ensure /newroot/dev
has essential static device nodes: bash # mknod -m 600 /mnt/target/dev/console c 5 1
# mknod -m 666 /mnt/target/dev/null c 1 3 # mknod -m 666 /mnt/target/dev/tty1 c
4 1
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Conclusion: The Road Ahead

Congratulations! You have completed a journey across the full breadth of operating system engi-
neering. By building an isolated toolchain, compiling the Linux kernel, constructing an initramfs,
mastering system initialization, architecting package repositories with SAT-based solvers, harden-
ing security boundaries, and mastering bootable hybrid ISOs, you have achieved something few
software developers ever do: you built your own operating system from source.

The Journey Completed
+----------------------+
| Hardware |
+----------+-----------+

|
+----------v-----------+
| UEFI / BIOS |
+----------+-----------+

|
+----------v-----------+
| GRUB Bootloader |
+----------+-----------+

|
+----------v-----------+
| Linux Kernel |
+----------+-----------+

|
+----------v-----------+
| Initramfs |
+----------+-----------+

|
+----------v-----------+
| PID 1 Userspace |
+----------+-----------+

|
+----------v-----------+
| Your Custom Distro |
+----------------------+

Where to Go From Here

The operating system you built in this book is a living foundation. Here are avenues to continue
your exploration:
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1. Modern Immutable Architecture: Explore building an immutable, image-based operating
system using OSTree or systemd’s systemd-sysext and sysupdate (A/B partition updates
with dm-verity cryptographic verification).

2. Container Engine Integration: Cross-compile containerd and runc directly into your
distribution to transform it into a dedicated, hardened Kubernetes worker node.

3. Alternative CPU Architectures: Use your cross-compilation pipeline to target RISC-
V 64 (riscv64) or ARM64 (aarch64) running on Raspberry Pi or StarFive single-board
computers.

4. Custom Package Manager Development: Expand byol-pkg into a full C or Rust binary
integrating SAT-solving libraries (libsolv) and transactional rollbacks.

Building a distribution transforms how you see computing: Linux is no longer a black box. You
understand the origin of every byte, every syscall, and every link.

Happy hacking!
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